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Preface
Visual presentation of document collections can provide us with new
insights into their content. A number of research projects have been
launched to create document maps, like WebSOM, Themescape and
other.
The WebSOM document map representation is, regrettably, time
and space consuming; it also rises the questions of scaling and updating
document maps.
In this book we describe some approaches we have found useful
in coping with these challenges. Solutions have been veried by creating a full-edged visual search engine for document collections (up
to a million). We have extended WebSOM's goals with a multilingual approach and new forms of geometrical representation, and have
also experimented with various modications to the basic WebSOM
document map creation process itself.
We also present certain map quality evaluation techniques, along
with experimental results conrming the validity of our approach.
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Categories and Subject Descriptors:

H.3.1 [Information Storage and Retrieval]: Content Analysis and Indexing
H.3.3 [Information Storage and Retrieval]: Information Search and
Retrieval
H.3.5 [Information Storage and Retrieval]: Web-based Services
H.5.3 [Information Interfaces and Presentation]: Web-based Interaction
Keywords: Web services, Search engines, Personalization, Bayesian
networks, Neural networks, Articial immune systems, Competitive
learning, Information visualization

Contents
1 Introduction

7

2 General Architecture

11

3 Ecient Bayesian Networks

15

4 Intelligent Topic-sensitive Crawling

23

5 Indexer

29

2.1
2.2
3.1
3.2
3.3
4.1
4.2
4.3
5.1
5.2
5.3
5.4

Modular Structure . . . . . . . . . . . . . . . . . . . .
Data Structures . . . . . . . . . . . . . . . . . . . . . .
Types of Bayes Net Algorithms . . . . . . . . . . . . .
ETC Algorithm- Edge Tree Construction . . . . . . .
Bayesian Nets in the BEATCA System . . . . . . . . .
Bayesian Net Document Query Expansion . . . . . . .
HAL Document Query Expansion . . . . . . . . . . . .
Experiments . . . . . . . . . . . . . . . . . . . . . . . .
Functionality . . . . . .
Dictionary Optimization
Incremental Indexer . . .
Summarizing Documents

6 Mapper
6.1
6.2
6.3
6.4
6.5
6.6

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

The Original WebSOM Approach . . . . . . . .
Our Optimizations . . . . . . . . . . . . . . . .
Identication of Broad Topics . . . . . . . . . .
Fuzzy Initialization of Broad Topics on the Map
Growing Neural Gas for Document Clustering .
Topical Groups Extraction . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

11
12

17
18
21

24
25
26
29
30
32
32

35

37
38
43
47
48
51

6

CONTENTS
6.7

Map Quality . . . . . . . . . . . . . . . . . . . . . . . .

7 Incremental Document Clustering
7.1
7.2
7.3
7.4

7.5
7.6

The Referential Approach - WebSOM . . . . . . . . . .
GNG Extension with the Utility factor . . . . . . . . .
Robust Winner Search in GNG Network . . . . . . . .
Articial Immune Systems . . . . . . . . . . . . . . . .
7.4.1 The aiNet Algorithm for Data Clustering . . . .
7.4.2 Identication of Redundant Antibodies . . . . .
7.4.3 Robust Construction of Mutated Antibodies . .
7.4.4 Stabilization via Time-dependent Parameters .
7.4.5 Robust Antibody Search in an Immune Network
Adaptive Visualization of the Model . . . . . . . . . . .
Contextual Maps . . . . . . . . . . . . . . . . . . . . .

8 Experimental Results
8.1
8.2
8.3

56

57

58
58
59
60
61
63
64
65
66
67
69

73

Quality Measures for Document Maps . . . . . . . . . . 73
Growing Neural Gas . . . . . . . . . . . . . . . . . . . 76
8.2.1 Incrementality Study . . . . . . . . . . . . . . . 76
8.2.2 Scalability Issues . . . . . . . . . . . . . . . . . 85
Articial Immune Systems . . . . . . . . . . . . . . . . 88
8.3.1 Immune Network Quality . . . . . . . . . . . . 88
8.3.2 Experimental Settings . . . . . . . . . . . . . . 91
8.3.3 Time-dependent Parameters Impact . . . . . . . 91
8.3.4 Scalability and Comparison with Global Models 101
8.3.5 Contextual versus Hierarchical Model . . . . . . 103
8.3.6 Immune Network Structure Investigation . . . . 109

9 User Interface

115

10 Related Works

119

11 Concluding Remarks

123

References

127

Subject Index

135

List of Figures

137

Chapter 1
Introduction
The increasing number of documents returned by search engines for
typical requests forces us to look for new methods for representation
of query results.
Nowadays, simple ranked lists, or even hierarchies of results seem
inadequate for some applications.
That is why document maps have gradually become more and more
attractive as a way of visualizing the contents of a large document
collection. Within a broad stream of various novel approaches, we
would like to concentrate on the well-known WebSOM project, producing (via extensive clustering) two-dimensional maps of documents
(research by Kohonen and co-workers). A pixel in such a map represents a cluster of documents. Document clusters are arranged on
a 2-dimensional map in such a way that the closer the clusters are
to each other on the map, the more similar are the documents they
contain.
The WebSOM document map representation is, regrettably, time
and space consuming; it also rises the questions of scaling and updating
document maps.
In this work we describe some approaches we have found useful in
coping with these challenges. Among others, techniques like Bayesian
networks, growing neural gas and articial immune systems will be
discussed. Based on the above-mentioned techniques, we have created
a full-edged search engine for collections of documents (up to a mil-
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lion) capable of representing on-line replies to queries in a graphical
form on a document map, for exploration of free text documents by
creating a navigational 2-dimensional document map, where geometrical vicinity would reect conceptual closeness of the documents. We
have extended WebSOM's goals with a multilingual approach and new
forms of geometrical representation. We have also experimented with
various modications to the underlying WebSOM clustering process
itself.
The issue of crucial importance for the user's ability to understand
the two-dimensional map is the clustering of its contents and appropriate labeling of the clustered map areas. It has been recognized long
time ago that clustering techniques are vital to information retrieval
on the Web. We will discuss several important issues that need to be
resolved in order to present the user with an understandable map of
documents. The rst issue is the way of clustering the documents. In
the domains, like e.g. biomedical texts, where the concepts are not
sharply separated, a fuzzy-set theoretic approach to clustering appears
to be a promising one. The other one is the issue of initialization of
topical maps. Our experiments have shown that the random initialization performed in the original WebSOM may not lead to emergence
of a meaningful structure of the map. Therefore, we have proposed
several methods for topical map initialization, based on SVD, PHITS
and Bayesian network techniques, which we will explain in the book.
We also consider selected optimization approaches to dictionary
reduction, so-called reference vector optimization and new approaches
to map visualization.
We will also report on an experimental study on the impact of
various parameters of the map creation process on the quality of the
nal map.
The process of mapping a document collection to a two-dimensional
map is a complex one and involves a number of steps, which may
be carried out in multiple variants. In our search engine BEATCA1
[15, 12, 13, 14, 41], the mapping process consists of the following stages
(see Figure 2.1): (1) document crawling (2) indexing (3) topic identi1 http://www.ipipan.waw.pl/klopotek/BEATCA
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cation, (4) document grouping, (5) group-to-map transformation, (6)
map region identication (7) group and region labeling (8) visualization. At each of theses stages, various decisions can be made, implying
dierent views of the document map.
For example, the indexing process involves dictionary optimization, which may reduce the document collection dimensionality and
restrict the subspace, where the original documents are placed. Topics identication establishes the basic dimensions for the nal map
and may involve such techniques, as SVD analysis [3], fast Bayesian
network learning (ETC [37]) and others. Document grouping may involve various variants of growing neural gas (GNG) techniques, [26].
The group-to-map transformation, used in BEATCA, is based on the
SOM ideas, [43], but with variations concerning dynamic mixing of local and global search, based on diverse measures of local convergence.
The visualization involves 2D and 3D variants.
With a strongly parameterized map creation process, the user of
BEATCA can accommodate map generation to his particular needs, or
even generate multiple maps covering dierent aspects of the document
collection. Chapter 2 provides with more details on architecture of the
search engine.
The overall complexity of the map creation process, resulting in
long run times, as well as the need to avoid "revolutionary" changes
of the image of the whole document collection, necessitate an incremental process of accommodating new, incoming documents into the
collection.
Within the BEATCA project, we have devoted much eort to enable such a gradual growth. In this study, we investigate vertical (new
topics) and horizontal (new documents on current topics) growth of
document collection and its eects on the map formation capability of
the system.
To ensure intrinsic incremental formation of the map, all the
computation-intense stages involved in the map formation process
(crawling, indexing, GNG clustering, SOM-clustering) need to be reformulated in terms of incremental growth.
In Chapter 4 we briey mention our eorts to create a crawler
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that can collect documents (from the Internet) devoted to a selected
set of topics. The crawler learning process runs in a kind of horizontal
growth loop while it is improving its performance with the increasing
amount of documents collected. It may also grow vertically, as the
user can add new topics for search during its run time. In Chapter
5 we describe how the indexer is constructed in order to achieve incremental growth and optimization of its dictionary with the growing
collection of documents. In Chapter 7 we describe how we explore the
clustering properties of growing neural gas to accommodate new documents to the current clustering framework. At various stages of the
overall process Bayesian networks are used, hence we briey introduce
in Chapter 3 the concept of Bayesian networks and in Section 3.3 we
show how they are used in our search engine.
To evaluate the eectiveness of the overall incremental map formation process, we have compared it to the "from scratch" map formation in our experimental Chapter 8. We also present topic-sensitive
approach, which appears to be a robust solution to the problem of the
map generation process scalability (both in terms of time complexity
and memory requirements).
In Chapter 9 we briey characterize our map viewing system.
Chapter 10 reports on related work by other researchers.
The conclusions from our research work can be found in Chapter
11.

Chapter 2
General Architecture
Our research targets at creation of a full-edged search engine (with a
working name BEATCA) for collections of up to million documents,
capable of representing on-line replies to queries in a graphical form
on a document map. We follow the general architecture for search
engines, where the preparation of documents for retrieval is carried
out by an indexer, which turns the HTML etc. representation of a
document into a vector-space model representation. After that the
map creator is applied, turning the vector-space representation into a
form appropriate for on-the-y generation of the map, which is then
used by the query processor responding to user's queries.

2.1 Modular Structure
The architecture of our system has been designed to allow for experimental analysis of various approaches to document map creation. The
software consists of essentially ve types of modules, cooperating via
common data structures. The types of modules are as follows (see
Figuire 2.1):
1. robot (spider, crawler), collecting documents for further processing,
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Figure 2.1: BEATCA system architecture
2. indexer, transforming documents into a vector space representation,
3. optimizer, transforming the document space dictionary into
more concise form,
4. document clustering, identifying compact groups of documents
sharing similar topics,
5. mapper, transforming the vector space representation into a map
form
6. search engine, responding to user queries, displaying the document maps in response to such queries.
Additionally, we have an experiment management module, that
can be instructed to congure the search engine process out of selected
modules, to repeat the execution of some parts of the process, and to
collect various statistics about the execution of the other modules and
on the quality of the nal and the intermediate results.

2.2

Data Structures

The data structures interfacing the modules are of the following types:

2.2. DATA STRUCTURES
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1. HT Base [hypertext documents],
2. Vector Base [vector space representations],
3. DocGR Base [thematical document groups]
4. Map Base [repository of various maps],
5. CellGR Base [map areas (groups of cells)]
6. Base Registry [registry of all databases, parameters and evaluation results].
A HT Base is the result of a robot activity. We have currently two
types of robots, one collecting documents from the local disk space,
and another from the Web. A robot collects the hypertext les walking
through links connecting them and stores them in a local directory and
registers them in an SQL (actually MySQL) database. Standard information like download (update) date and time, original URL, summary
(if extractable) , document language and the list of links (together with
information if already visited) is maintained by the robot.
A HT Base can be processed subsequently by an indexer and possibly an optimizer to form a Vector Base for the document collection.
A Vector Base is a representation of a document space  the space
spanned by the words (terms) from the dictionary where the points in
space represent documents.
A Vector Base is then transformed to a document map by a mapper process. A map is essentially a two-level clustering of documents:
there are clusters of documents (stored in DocGR Base) and clusters
of document clusters (stored in Map Base). Document clusters are
assigned a graphical representation in terms of elementary "pixels"
(labeled by appropriate phrases) in a visual representation, whereas
clusters of document clusters are assigned "areas" consisting of "pixels". Note that in our approach we use a kind of multilevel maps, where
higher levels "pixels" are "expanded" into maps/map fragments at a
detailed level.
Note that the same HT Base may be processed by various indexers
and optimizers so that out of a single HT Base many Vector bases may
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arise. Similarly one single Vector base may be processed by diverse
mappers to form distinct maps. To keep track of the various descendants of the same HT Base, the Base Registry has been designed.
The search engine makes use of all the maps representing the same
HT Base choosing the one most appropriate for a given user query.
The search engine has been explicitly designed as a test-bed for
various algorithmic solutions to constituent search engine components.
Hence an important additional feature is a database keeping track of
results of experiments (constituting of selections of process components and data sets as well as quality evaluation procedures). The
database of experiments is lled (and used in case of continued experiments) by the special experiment management module.

Chapter 3
Ecient Bayesian Networks
Bayesian networks (BN) [52] encode eciently properties of probability distributions. Their application is spread among many disciplines.
A Bayesian network is a directed acyclic graph (dag), the nodes of
which are labeled with variables and conditional probability tables of
the node variable, given its parents in the graph. Let capital letters
X1 , ..., Xn denote variables, and lower case letters x1 , ..., xn their particular instances. The joint probability distribution is then expressed
by the formula:

P (x1 , . . . , xn ) =

n
Y

P (xi |(x1 , . . . , xn ) ↓ π(Xi ))

(3.1)

i=1

where π(Xi ) is the set of parents of the variable (node) Xi , and ↓ is
the projection of the left-hand vector onto the right-hand subspace.
On the one hand, BNs allow for ecient reasoning, and on the
other hand many algorithms for learning BNs from empirical data
have been developed [36]. When one can expect a particular form of
the underlying dag structure, the learning algorithm can be quite simple. In particular, this is the case with the Chow/Liu [10] algorithm.
The said algorithm is essentially a tree-spanning algorithm, where the
weight of an edge between variables X, Y is calculated using the so-
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called DEP function:

DEP (X, Y ) =

X
x,y

P (x, y) log

P (x, y)
P (x)P (y)

(3.2)

We start with a "dag" consisting of the nodes representing variables, and containing no edges. Then we add an edge between the
nodes X, Y for which the DEP (X, Y ) is maximal. This constitutes
our initial tree. In subsequent steps we join other nodes one by one,
and select the one node X from outside the tree, for which for some
node Y in the tree DEP (X, Y ) is maximal at the given step. In this
way we obtain an undirected tree, which we then orient arbitrarily,
but in such a way that no edges meet head-to-head at any node. Note
that the DEP function can be considered as a kind of "strength" of
relationship between two variables: the higher its value, the stronger
a mutual predictive relationship exists.
Other algorithms, learning a dag structure from data which assume
a more general dag form are much less trivial.
A well-known problem with Bayesian networks is the practical limitation for the number of variables for which a Bayesian network can
be learned in a reasonable time. In a comparative experiment using the BNLEARN system [36], for a network with 8 nodes and 8
edges and the sample size 15,000, several known algorithms had the
following computational speeds: Chow/Liu [10]: 2s, Pearl [52]: 2s,
PC [56]: 12s, K2 [19]: 7s, SGS [56]: 107s. For a network of 210 nodes
and 301 edges (7 times replicated ALARM network) and the sample size 60,000, same algorithms had execution the following times:
Chow/Liu: 40 min., Pearl: 40 min, PC: 12 hours, K2: 11 hours, SGS:
could not be determined. The Chow/Liu [10, 11] algorithm learning
tree-like Bayesian networks (and its derivative Pearl algorithm learning
poly-trees) performed consistently better than the other ones. However, also this algorithm has an important limitation, related to the
time and space consumption. The time and space required are both
quadratic in the number of variables. This may prove also prohibitive
for high dimensional data.

3.1. TYPES OF BAYES NET ALGORITHMS
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3.1 Types of Bayes Net Algorithms
The so-called naive Bayes classier has been used for comparison
in this study because it has been successfully applied in text categorization previously [62]. It may be viewed as a primitive form of a
Bayesian network (a decision node connected to all other variables,
which are not connected themselves).
The so-called TAN classier (Tree Augmented Naive Bayes [25]
is a combination of a naive Bayes classier with Chow/Liu tree-like
Bayesian network. The TAN classier is constructed as follows: we
create a tree-like Bayesian network using the Chow/Liu algorithm with
the DEP function modied to:
X
P (x, y|c)
DEP (X, Y |C) =
P (x, y, c) log
(3.3)
p(x|c)P
(y|c)
x,y,c
where C is the category variable.
We add the node C to the network connecting it with all the other
nodes with arrows pointing away from C .
In our approach we use Bayesian multinets. They dier from TAN
as follows: TAN assumes an identical structure of dependencies between non-category variables. A multinet-classier allows for dierent
structures of dependencies between variables for each level of the category variable, so it learns a separate Bayesian tree-like network (in
our case using the ETC algorithm, see Section 3.2). For classication
purposes we need to identify the a-priori probabilities PC (c) of the
categories c (values c of the categorical variable C ).
Classication with a Bayesian multinet is carried out by identifying
the category c which maximizes P (c|x1 , . . . , xn ). The latter probability
is calculated according to the Bayes rule as

P (x1 , . . . , xn |c)P (c)
(3.4)
P (x1 , . . . , xn )
As P (X1 , . . . , Xn ) is not category-label dependent, we can simplify the
above to:
P (c|x1 , . . . , xn ) =

P (c|x1 , . . . , xn ) = ηP (x1 , . . . , xn |c)P (c)

(3.5)
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where η is a positive constant.

3.2

ETC Algorithm- Edge Tree Construction

The ETC Algorithm [37] may be considered as an accelerated algorithm for construction of a Bayesian network dag structure in the case
when it can be assumed to be tree-like (either the true probability distribution is "tree-like", or a "tree-like" underlying dag is a sucient
approximation to the intrinsic probability distribution structure). The
idea of the algorithm is based on growing tree of edges. Consider a
Bayesian network with the dag structure in form of a tree. The tree
of edges (edge tree) is a binary directed tree labeled with (undirected)
edges of this dag such that if the dag consists of two nodes connected
by an edge, then the edge tree consists of a single node labeled with
this edge. Otherwise the edge tree describes the dag as follows: if we
remove from the dag the edge labeling the edge tree root, then the
dag splits into two subtrees which are described by the corresponding
subtrees of the edge tree below the root. Thus, an edge tree is a kind
of a complementary description of an ordinary tree.
In each iteration, one node (in our case describing a term from the
dictionary of the document collection) is added to the tree, which in
turn results in insertion of a new edge between that term and term
already existing in the structure (see gures 3.1 and 3.2). In the second
phase, the Edge Tree is converted to a BN and marginal probabilities
are calculated.
As a foundation for the edge insertion process, DEP functions in
the style of the Chow/Liu algorithm are used (see preceding section)
to evaluate similarity of terms labeling the nodes of the dag we used
in our experiments the DEP functions given below:

DEP0 (A, B) =

X
a,b

P (a, b) log

P (a, b)
P (a)P (b)

(3.6)

3.2.

ETC ALGORITHM- EDGE TREE CONSTRUCTION
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DEP(A,C)>DEP(B,C)
A-B

C

A-B

A-C

Figure 3.1: Adding a new term to the Edge Tree

DEP1 (A, B) = (P (a|b) − P (a|b̄))2 + (P (b|a) − P (b|ā))2

(3.7)

DEP2 (A, B) = (P (a|b) − P (a|b̄))2 · (P (b|a) − P (b|ā))2

(3.8)

(The DEP function can be chosen as a parameter of the system).
Note that the rst equation is due to Chow/Liu [10]. The other ones
were invented to overcome some problems with transitive similarity
(see [37]). Calculation of DEP in the original Chow/Liu algorithm is
necessary for each pair of terms. However in a massive collection of
documents it is time consuming.
Therefore, in the ETC algorithm, the Edge Tree is built instead.
First of all, terms are randomly permutated. The root node of the edge
tree is composed of the two rst terms. Each node in Edge Tree is
constructed from two terms that represents one edge. In each iteration,
a single subsequent term is inserted, constituting a new edge in the
tree. For each new term, we start from the root node and calculate
DEP between the new term and the left and right-hand side terms
in the considered node. If the new term is more similar to the lefthand side term in the node, it goes left-hand side branch. If it is more
similar to the right-hand side term, it goes. After selection of the
branch, the term is repeatendly tested one level lower until it reaches
the lowest level.
The ETC algorithm maximizes1 the value of the DEP function of
two terms in particular nodes. This means that edges are created on
1 Strictly

speaking, it can be proved mathematically that if the real dependence structure between variables is tree-like, and we take DEP2 , maximization
is achieved. For DEP0 , and DEP1 , for a wide range of values it has been ex-
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D
DEP(A,D)>DEP(A,B)
A-B

A-D

A-C

D-B

A-C

Figure 3.2: Replacement of a term in the node
C

C

A-D

A-C

A

A

A

D

B

B

B

D-B
D

D

C

Figure 3.3: (a) Conversion from the edge tree into an undirected graph
(b) Setting a direction inside the undirected graph
the terms that are as similar as possible. If the new term has a DEP
greater than the DEP between the left and the right members of the
node, it replaces the term to which it is more similar. Creation of a
new node on a lower level of the tree is based on one of the terms from
the top node and the new term.
Conversion from Edge Tree into BN is immediate. First of all, ET
is converted into an undirected graph. Each term represents one node
in BN and nodes are connected by edges taken from the edge tree
(Figure 3.3).
The relation between the parent node and a child node (edge direction) is set randomly. First of all, a randomly selected node from the
net becomes a root in the Bayesian tree, all the neighbors of root node
become their children and so on. Finally, the marginal probabilities
are calculated, i.e. the probability of occurrence of a term when the
parent term is present (co-occurrence) and the probability when it is
absent (exclusion) in a document.
perimentally veried that maximization preconditions hold. However, neither a
mathematical proof nor a counter-example has been found.

3.3. BAYESIAN NETS IN THE BEATCA SYSTEM
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Why is ETC applicable to large Bayesian networks? This is due to
its reduced complexity, resulting from the use of the Edge Tree. When
inserting a new variable into the Edge Tree, only log n comparisons
with (at most n) variables already in the Edge Tree are needed. So, as
proven in [37], only n log n comparisons (that is computations of DEP )
are needed. For this reason, the algorithm scaled well for hundreds of
thousands of variables.
Details of the ETC algorithm can be found in [37].

3.3 Bayesian Nets in the BEATCA System
In the BEATCA search engine, BNs are used at a few critical moments.
We have found them very useful for initial clustering of documents
set (see Section 7.5). For the map creation phase, a couple of clearly
separated clusters are calculated. Such clusters proved to be especially
useful for topical initialization (topics identication) of a clustering
model and the SOM projection model, which we describe in section
7.5.
A BN is also used as a thesaurus in our system. After the indexing
phase in BEATCA, a special dedicated BN is built on all terms in the
dictionary2 . Having collected the relevant set of documents on a given
subject, a joint information stored in the BN and in the clustering
model (described in Chapter 7) will constitute a context-dependent
thesaurus. There is no room for the details, so we only notice that
such a thesaurus is used to expand user queries for the purpose of
more precise search in BEATCA search engine [41].
For building such a net, we use the ETC algorithm, which is eective and can hold a huge number of nodes (terms). A thesaurus needs
to keep a thousands of terms and relations between them. After creation of the BN via the ETC algorithm, we obtain a special form of a
net - a tree. Each term in our net has exactly one parent (except root
node) and a set of children. The relation between the neighbor nodes
is unidirectional (parent-child) but this direction does not determine a
2 excluding

terms of low clustering quality [39]
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strict implication between the terms. The parent-child relation gives
an information what is the probability of the child occurrence if the
parent term does or does not occur. It is important in such a tree
that the terms, which are close to each other in the net structure, are
close conceptually. We would like to use relations between terms to
complete a user query in order to restrict too general queries. Let us
consider the user query "sheep". The answer to such a query can have
a smaller number of results and can be more specialized if the query is
extended by terms, which are the parent and children of "sheep". Initially, for small document sets we decided to build a Bayesian tree on
terms which have frequency in the dictionary greater than 1. It means
that term occurring in only one document will not be used to build
thesaurus. This simplies nal Bayesian tree, decreases the number
of terms to be processed and reduces the number of terms of lesser
importance. However, the Bayesian net still will consist of dozens of
thousands of nodes.
A special eld of BN application in the BEATCA system is intelligent, topic-sensitive crawling, described in Chapter 4.

Chapter 4
Intelligent Topic-sensitive
Crawling
Let us mention briey our eorts to create a crawler collecting documents from the Internet devoted to a selected set of topics. The
crawler learning process runs in a kind of horizontal growth loop while
it improves its performance with the increasing amount of documents
collected. It may also grow vertically, as the user can add new topics
for search during its run time.
The ultimate goal of intelligent crawling [1] is to grasp documents
which belong to certain topics and, obviously, to do it as eciently as
possible. Often it is particularly useful not to download each possible document, but only those which concern a certain subject. In the
original approach, Aggarwal et al. [1] relied on versions of Naive Bayes
estimates of the probability of a page being interesting based on the
terms of the pointing pages, URL structures, sibling pages contents
etc. In our approach we restrict ourselves to term occurrence; we do
not assume term independence, but instead of this use Bayesian networks (BN) and the HAL1 algorithm to predict relevance of documents
to be downloaded.
1 HAL,

Hyperspace Analogue To Language, [47] is a text processing technology
based on the psychological theory claiming that the meaning of a word is a function of contexts in which it appears, and the words sharing contexts have similar
meanings. For its mathematical form and usage in a search engine see Section 4.2.
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Our topic-sensitive crawler begins processing from several initial
links, specied by the user. To describe a topic we are interested in,
we use a query document. This special pseudo-document contains
descriptive terms with predened weights, which are later used to
calculate the priorities of the crawled documents. During the crawling
of the rst few hundred documents, crawler behavior depends on the
initial query document only. In the subsequent cycles, BNs or HAL
models are built using the ETC algorithm (see Section 3.2)) or the
HAL algorithm. Each of those nets is assumed to be a more accurate
approximation of terms co-occurrence in the predened topical areas.
Subsequent BNs/HALs are constructed in increasing time intervals;
the number of documents between the subsequent nets is calculated
as δ · i2 , where δ is the initial number of documents and i is the net
index.
Once the BN/HAL is built, we use it to expand the query (the
pseudo-document) with new terms and to calculate weights for further
documents.
We expand the pseudo-document by the adding parent and children nodes of the BN/HAL terms which are already present in query
document, obtaining a set of extended query terms. New terms are
assigned weights proportional to the product of the likelihood of their
co-occurrence and the weight of the original term. We can also have
negative weights, to exclude some terms which are unlikely to appear, calculated on the basis of extremely low marginal probabilities
in BN/HAL.

4.1

Bayesian Net Document Query Expansion

At increasing subsequent time intervals, we build Bayesian Nets via
ETC learning algorithm [37] to approximate term co-occurrence in
topical areas. We use them to expand query and to calculate priorities
for further documents links. We expand query by adding parent and
children nodes of BN terms, which are already present in the query.

4.2. HAL DOCUMENT QUERY EXPANSION
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New terms get weights proportional to the product of the likelihood
of their co-occurrence and the weight of the original term.
For each query term ti we determine weights wzij for terms tj ∈
P C , where P C is the set of parent and children terms taken from BN
model:

pij
wzij = X

pik

· tqf idfi

(4.1)

k∈P C

where tqf idfi is the product of query term frequency and inverse document frequency and pij is the probability of term i on the condition
of occurrence of term j (taken from BN).
We can also have "negative" weights, to exclude some terms which
are unlikely to appear. Final document links priorities are calculated
by modied cosine measure between new expanded query document
and document containing those links:
P
t∈q wdt · wqt
(4.2)
cos(q, d) = q P
P
( t∈q wqt2 ) · ( t∈q wd2t )
where wdt is the weight of term t in document d, wqt is the weight of
term t in query q . It should be noted that all sums are restricted only
to terms appearing in q .

4.2 HAL Document Query Expansion
To expand query document we also use HAL model [47]. the ideology of HAL roots in the assumption that the context determines the
meaning of a word. From computational perspective, HAL model can
be represented as a matrix H in which each cell hij corresponds to a
similarity measure of terms i and j .
Briey speaking, if s = (t1 , ..., tk ) is a sentence (ordered list of
terms), then hij is the sum (over all sentences in a collection of documents) of co-occurrences of terms i and j . The scoring value of
co-occurrence is dened as max(0, K − p) where K is the predened
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size of the scoring window and p is the number of terms which separate
terms i and j in a given sentence. The main problem in this simple
algorithm is obviously huge size of the matrix, which is equal to the
number of distinct terms.
Similarly to the BN case, we build and iteratively update HAL term
co-occurrence table. Next, we expand our pseudo document by adding
k best co-occurrence terms tj ∈ W = {t1 , ..., tk } for the terms already
present in the query document. New terms get weights proportional to
the product of their co-occurrence score and the weight of the original
term:

hij
wzij = X
· tqf idfi
hik

(4.3)

k∈W

where tqf idfi is dened as in Equation 4.1, hij is the weight of term j
taken from the HAL table.
Like in the Bayesian Net algorithm, the nal priorities of the document links are calculated using a modied cosine measure between
the new expanded query document and the document containing those
links that is according to (4.2).

4.3

Experiments

To evaluate eectiveness of the presented topic-sensitive crawling, we
have conducted two experiments, the rst for the Bayesian Net algorithm and the other for the HAL algorithm. In both cases, the crawler
starts from three seed links [http://java.sun.com/j2ee/index.jsp,
http://java.sun.com/products/ejb/, http://www.javaskyline.
com/learning.html]. A pseudo-document (a query) contains six
descriptive terms with the corresponding weights, treated as occurrence frequencies [java(20) documentation(30) ejb(100) application(50) server(50) J2EE(30)]. Figure 4.1(a) presents the results for
the crawler based on the Bayesian Net algorithm, and Figure 4.1(b)
presents the results for the crawler based on the HAL algorithm.
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Figure 4.1: Crawler evaluation - average relavance measure (Y axis)
after a number of iterations (X axis, one iteration - 500 documents
downloaded): (a) Bayesian Net algorithm (b) HAL algorithm
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The quality measure is the average relevance measure (4.4), computed after downloading each new 500 documents. The relevance is
equal to the modied cosine measure (4.2), but only for the terms
which are present in the initial user query (q = q0 ).
P
t∈q0 wdt · wqt
(4.4)
relevance = cos(q0 , d) = q P
P
( t∈q0 wqt2 ) · ( t∈q0 wd2t )
Both methods gave similar results; the average cosine measure was
about 0.4. This appears to be a satisfactory result, which shows that
the crawler did not lose the predened topic during the crawl. The
Bayesian Network proved to be the faster of the two methods. However, its disadvantage is the requirement to stop whole process in order
to rebuild the BN model. The HAL table can be built during the crawl,
but it requires more computations.

Chapter 5
Indexer
5.1 Functionality
The indexer/analyser in our search engine accepts plain text and html
documents. Our solution allows for using documents in English, German and Polish. The document analyzer proceeds as follows:

• Recognizes the language of the document.
• Removes html tags from the document (if necessary).
• Retrieves single words from the document.
• Removes the stop words.
• Stems words and stores their base forms.
• Calculates the frequency of terms for each document and builds
the dictionary for the whole document set.
• Creates an abstract of the document
The English "stop words" list was taken from [67], the German
"stop words" list - from [68], and the Polish "stop words" list - from
[69]. All lists are kept in separate text les, so new words can be
added to one of the current list or a completely new one can be
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used. To create our indexer we used certain existing stemmers for the
three languages. The English stemmers come from Porter [53] and
Lovins [71, 49], the Polish stemmer comes from [70], and the stemmer
for German words is based on [72]. The structure of the experimental
platform BEATCA allows for an easy inclusion of further languages
into the analysis as new modules. Inclusion of a new language requires
incorporation of appropriate stemmers because of the importance of
appropriate word stemming for human friendly performance (document clustering, response to queries), and the signicant dierences
between various languages prohibits creation of a common stemming
algorithm.
Our implementation of the indexer allows for running it as multithreaded indexing process to gain performance on a multiprocessor
machine. For testing, we used a Pentium IV 3.2GHz HT machine
(running under Windows XP) and documents from [73]. We achieved
a 22% performance gain using multithreaded indexing in comparison
to a single thread. There is no design limitation on the number
of threads that the indexer can use (the number of threads should
depend on the number of available processors).
Typical html documents (around 10kB each) indexing rate is about
80 per second on typical AMD Athlon 2000+ machine. The speed of
indexer is limited by MySQL server (running on the same machine).

5.2

Dictionary Optimization

Lagus [46] and other authors pointed at the fact that the speed of the
process of map creation and map visualization depend heavily on the
dictionary size. Therefore we attempted to reduce the dictionary size,
however trying dierent methods than e.g. random projection [5] or
LSA [21].
The idea of dictionary optimization is based on ltering words that
are useless for clustering purposes. Clustering is based on similarity of
objects, i.e. documents; therefore the best cluster separating features
(i.e. words/terms) are those that are common for objects (documents)

5.2. DICTIONARY OPTIMIZATION
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within one cluster and rarely occur outside that cluster. It means
that these features need to be characteristic for set of objects - group
of documents. Hence one needs to exclude from dictionary words
occurring only in a few documents as well as those occurring in the
vast majority of them  as they poorly split the set of documents. Our
goal in dictionary optimization is to decrease the number of words in
dictionary (by ignoring useless words) so that the time of clustering
process is diminished without seriously deteriorating the quality of the
search engine processes. Most of text analyzers use "stop words" list to
delete from dictionary common words for considered language. Some
approaches use deleting the words occurring in one document only.
In our analyzer we did exactly the same but we also noticed that the
approach may be generalized. Below we explain this generalization..
It is useful to have some quality measure that can express quality
of term for specied set of documents. By quality of term we mean
quality from clustering point of view. The quality should be based on
frequency of term in each document and frequency of documents that
contain the term. All measures use an entropy of the term. Normalized
entropy equals 0 if term occurs only in one document and 1 if term
is uniformly distributed over the documents (no matter how many of
them). Fraction of the documents that contain considered term gives
additional information about representation of the term in set of the
documents. We proposed and use the following measures:
PN Nij
Nij
Ni − j=1 Ni · log Ni
Q1 (ti ) =
·
(5.1)
N
log Ni
P
Nij
Nij
− N
j=1 Ni · log Ni
Q2 (ti ) =
(5.2)
P
Nkj
Nkj
maxk;tk is a term (− N
j=1 Nk · log Nk )
where Nij = F req(ti , dj ) is the number of occurrences of term ti in
document dj , Ni = F req(ti ) is the number of documents that contains
term ti and N is the total number of documents. The factor NNi means
fraction of the documents that contain considered term.
For dictionary optimizer we dened two parameters: minimal
threshold (minTres ) and maximal threshold (maxTres ). For each measure there are dierent default (maxTres ) and (minTres ). After couple
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of experiments we decided to use Q1 with (minTres ) set on 0.01 and
(maxTres ) set on 0.95. All words that are below minTres or above
maxTres are ignored during building the map. In the future we would
like to combine quality with weight of term to use one measure for
optimization, map learning, clustering and map labeling.
The initial experiments showed that after dictionary optimization
we are left with one tenth of the words in the dictionary (decreasing
their number by 90%) and the map learning process is over 30% faster
with exactly the same map of documents (see Fig. 6.1).

5.3

Incremental Indexer

The indexer has been designed in order to achieve incremental growth
and optimization of its dictionary with the growing collection of documents.
In our database, a document can be labeled as 'indexed', 'downloaded' and 'updated'. After each new portion of documents downloaded by crawler, indexing is run on the 'downloaded' or 'updated'
documents (marked by crawler). For recently updated documents indexer runs reindexing process. In the rst step of this process indexer
analyzes vector of terms and decreases corresponding frequencies in
the dictionary. In the second step vector of terms is dropped down
and document is indexed from scratch. Process described above is a
simple solution, however it has very strong advantage since it minimizes cost of the database communication.
After the indexing phase, afore-described (section 5.2) dictionary
reduction techniques are applied.

5.4

Summarizing Documents

General idea of document summary in our search engine is to select
the most valuable sentences from document. Summary of a document
is based on user's query which can be presented as set of terms:

{t1 , t2 , . . . , tn }

(5.3)

5.4. SUMMARIZING DOCUMENTS
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that inuence on later selection of sentences. Let us assume that each
sentence ends with '.' or ' !' or ' ?' and in given sentence there are m
terms. For such sentences the algorithm calculates frequencies of each
term from the query using stemmed forms of terms.
(5.4)

{f1 , f2 , . . . , fn }

To measure importance of sentence we calculate the following weight
for each sentence:
(5.5)

i = entropy + intensity + size
where:

entropy =

−

Pn

fi
i=1 F

ln n

· ln fFi

,

F =

F
intensity =
m
½ s
, if s ≤ m;
m
size =
m
, if s > m.
s

n
X

fi

(5.6)

i=1

(5.7)
(5.8)

Third factor in i is a penalty function for too long or too short sentences. In initial experiments we used parameter s set on 15. Final
order of the sentences in the summary is the same as in document.
Abstracts below come from medical documents [73]. For example we
present two abstracts for user query 'Sleep Disorder' :

• 'MEDICAL PROBLEMS AFFECTING SLEEP First, the bad
news: Older people are likely to suer both medical disorders
that may disrupt sleep and specic sleep disorders. One sleep
disorder combines dreams with movement: REM sleep behavior
disorder. Most sleepers are virtually paralyzed during REM or
dreaming sleep; people with REM sleep behavior disorder do not
have this motor inhibition and literally act out their dreams.'
• 'Each year, there are about 40 million people in the United States
who suer from sleeping disorders. Recent research suggests
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that if sleep deprivation is long-termwhether because of lifestyle
choices or sleep disordersit may increase the severity of agerelated chronic disorders such as diabetes and high blood pressure.
director of the National Center on Sleep Disorders Research, part
of the National Heart, Lung, and Blood Institute.'
Use use dynamic abstracting techniques, that is the actual abstract
is generated on the y in response to user query. The proper indexing
phase concentrates on preparation of static structures and weights
needed during the dynamic phase.

Chapter 6
Mapper
One of the main goals of our BEATCA project is to create a multidimensional document map where geometrical vicinity would reect
conceptual closeness of documents in a given document set. Additional
navigational information (based on hyperlinks between documents) is
introduced to visualize directions and strength of inter-group topical
connections.
At the heart of the overall process is the issue of clustering documents. Clustering and content labeling are the crucial issues for user's
understanding of the two-dimensional map. It was recognized long
time ago that clustering techniques are of vital importance for information retrieval on the Web [38]. We started our research with the
WebSOM approach, which, however, was a bit unsatisfactory for us,
as both speed and clustering stability were not very encouraging.
We guess that the basic problem with WebSOM lies in the process
of initialization of so-called reference vectors, being the centroids of
the clusters to grow. In the original WebSOM, they are initialized
randomly, to be corrected later on in the clustering process. Such
an initialization may lead to instability during clustering, because the
WebSOM learning process possesses a "learning speed" parameter α
which may turn out to be too low to ensure convergence for a particular initialization. Another problem lies in the general concept of
clustering. In WebSOM, it is tightly coupled with a (non-linear) projection from a multidimensional to a two-dimensional space. As there

36

CHAPTER 6. MAPPER

may be innitely many such projections with equal rights, one really
needs a sense of goal to select the appropriate one.
The rst issue we have tackled was dictionary optimization strategies and their speed-up eects to cope with the complexity issue (see
Section 5.2. Another research direction was to obtain better clustering via the fuzzy-set approach and immune-system-like clustering,
[39]. Our approach to document clustering is a multi-stage one:

• clustering for identication of major topics (see [14], [13])
• cellular document clustering1 (see [15])
• cellular document clusters to WebSOM map projection (see [12])
• cell clusters extraction and cell labeling (see [39])
In order to obtain a stable map, we need to x the perspective
from which the document collection is viewed. This can be achieved
if we identify major topics of the document collection. This is done
during the step "clustering for identication of major topics". In Section 6.3 (see also [15]) we suggest a Bayesian approach, which was the
result of our investigation into the behavior of the algorithm [32]. Alternatively, dierent initialization techniques could be used: in [14] we
described an approach to major topic identication based on LSI/SVD
(Latent Semantic Indexing/Singular Value Decomposition), and in [16]
we described usage of a version of Fuzzy-ISODATA algorithm for that
purpose. Having identied the major topics, we can initialize the map
in a more denite way, as described in Section 6.4.
After the topics have been identied, the documents need to be
assigned to these and the intermediate ones, and the relationships
1 By

cellular clustering we understand those clustering techniques which lead
not only to obtaining a set of (disjoint) clusters, but also to imposition of an intercluster relationship based on content similarity between clusters. The clusters
in such a technique will be called "cells". One example of such a technique is
the WebSOM (Web Self-Organizing Maps) approach, where Web documents are
assigned to cells in a rectangular grid of squares or hexagons. Other approaches
in this class are growing neural gas (GNG) and articial immune systems (AIS).

6.1. THE ORIGINAL WEBSOM APPROACH
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between the topics have to be identied. This process is called by us
"Cellular document clustering", and leads to creation of a graph model
of the document collection. Three dierent techniques may be used at
that point: the WebSOM (plain or hierarchical) approach (see Section
6.1), the GNG approach (see Section 6.5), or the articial immune
systems (AIS) approach (see [42]).
The graph model of the document collection needs to be visualized
in the form of a document map. Therefore, a step named "projection
of cellular document clusters to the WebSOM map" is applied. It is
redundant if the WebSOM algorithm (plain or hierarchical) is used to
cluster the documents, but is necessary for more elastic topologies like
the GNG model and the AIS model. The above step is described in
Section 7.5.
Finally, for the purposes of better readability of the document map,
cells need to be joined into larger, topically uniform areas, which is
done in the step named "cell clusters extraction", described in Section
6.6. Also cells have to be labeled, as described in Section 6.6.

6.1 The Original WebSOM Approach
Our starting point was the widely-known Kohonen's Self-Organizing
Map (SOM) principle [43]. SOM is an unsupervised learning neural
network model, consisting of a regular, 2D grid of neurons. Regression
of neurons (represented by reference vectors m ∈ Rn ) onto the space
of document vectors x ∈ Rn can be iteratively computed as:

mi (t + 1) = mi (t) + α(t) · hζ(x),i (t) · kx(t) − mi (t)k

(6.1)

where i is the neuron index, t is the iteration number, ζ(x) is the index
of the winning2 (closest to x(t)) reference vector, α(t) is the learning
2 The process of establishing the winning reference vector is called winner search.

If all the reference vectors are taken into account, when looking for the winner, as
in the original WebSOM approach, we speak about g lobal winner search , while
any heuristics that restrict the set of candidates to a single reference vector and its
vicinity, is called l ocal winner search . The advantage of the global search is the
correctness of identication of the winner, which is paid for by high computational
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coecient h(t) is the neighborhood function (the kernel learning function), usually the Gaussian one [43], and the kx(t) − mi k operator
measures the distance between the vector x(t) representing the document and the vector mi , being the model vector of the cell i.

hj,i (t) = a · exp[−

d(j, i)
]
2 · (σ 2 (t))

(6.2)

with σ(t) called neighborhood width function.
It should be noted that the distances d(j, i) between map locations
in R2 are Euclidean (Manhattan distances may also be considered),
while the similarity between document and reference vector in the
original document space is computed as the cosine of the angle between
the corresponding vectors (in order to account for diverse document
lengths).

6.2

Our Optimizations

On each level of processing (dictionary building, document representation, map learning, fuzzy segmentation, labeling and visualization) we
have introduced and implemented a number of alternative solutions
to compare their eciency and performance both as free-text grouping and a visualization method for documents groups. Our design
principle was to separate the map itself from map processing. This
allowed us to examine various combinations of map topologies with
map processing methods as well as incremental learning of the map
with combinations of learning algorithms.
The rst step was to implement the above-mentioned Euclidean
map, projected on a torus surface. The documents in the document
space were represented as vectors of standard term frequency inverse
document frequency (tf idf ) weights:
burden. In local winner search strategies, this cost is reduced by radical reducing
the number of reference vectors to compare to, but at the risk of missing the
intrinsic winner and using only a locally best reference vector.

6.2. OUR OPTIMIZATIONS
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Figure 6.1: Computation time vs optimization of dictionary and reference vectors

µ
tf idfij = w(ti , dj ) = F req(ti , dj ) · log

N
F req(ti )

¶
(6.3)

where tf idfij is the term frequency inverse document frequency value
for term ti and document dj , F req(ti , dj ) is the number of occurrences
of term ti in document dj , F req(ti ) is the number of documents containing term ti and N is the total number of documents. As we have
to deal with text documents represented in a very high-dimensional
space, we applied the previously mentioned methods to reduce the
dimensionality of the document-space (see Section 5.2).
Keeping in mind that the target application has to group and visualize as much as one million documents, the only structure which can
be stored in RAM is the map itself. We have to represent it in a way
which is both compact and ecient from the algorithmic point of view.
While the clustering structure emerges during the learning process,
the individual reference vectors become gradually sparser, attempting
to approximate dierent subspaces of the original document space.
We represent those sparse vectors as balanced dictionaries (based on
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Figure 6.2: Convergence vs strategies for decreasing α(t)
red-black trees [20]), additionally restricting their size by imposing
a tolerance level, below which given term's weight is assumed to be
insignicant and the corresponding dimension is removed from the
dictionary.
The above mentioned approach resulted in fast computation (with
expected linear complexity with respect to a number of signicant dimensions) of two crucial parts of any map learning algorithm: similarity computation and map updates in the vicinity of the winning (most
similar) cell (Figure 6.13 ; tolerance = 10−6 , 0.01 ≤ quality ≤ 0.95).
It should be noted here that similarities computations during winner
search and map updates are performed concurrently to take advantage
of the multi-processor environment.
Furthermore, in order to restrict the total amount of computations needed, we combined in a creative way two approaches to winner
search The strategy, that we call j oint winner search, is carried out by
creatively combining two widely-used methods: global winner search
and local winner search (see section 6.1). In the rst few iterations
global search is performed. In this phase, the high computational cost
3 all

experimental results depict the average performance of ve system runs
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Figure 6.3: Computation time vs changing map sizes [joint winner
search method]
of global search is counterbalanced by the incremental map size growth
from some initial, moderate value towards the postulated target one.
After global similarities between groups of documents emerge, we start
the next phase, in which local relations between documents have to be
approximated. Thus, for each neighborhood width, only one phase of
global search is executed, and thereafter local search (in each iteration
starting from the winner of the previous one) is only performed. When
the convergence criterion is met, the learning neighborhood width σ(t)
is decreased and whole procedure is repeated. We call this strategy
joint winner search.
Since the neighborhood topology alterations in the subsequent iterations are more smooth than at the very beginning of the learning
process, in this phase the lokal search moves the document only slightly
and the average length of the document movement path (which inuences the computation time) is signicantly less dependent on the map
size (Figure 6.34 ). It can also be seen (on the right-hand side of Fig4 the

visible computation time peaks are single global search iterations when

42

CHAPTER 6. MAPPER

Figure 6.4: Convergence vs winner search methods
ure 6.3) that after global similarities emerge, the computation time is
even slightly lower for bigger maps. In case of a sparser map (having
a lower average number of documents in a single cell) the clusters are
more disjoint (have fewer common terms), which in turn results in
sparser reference vectors representing lower-dimensional subspaces of
the original document space.
At the same time, the joint winner search strategy has produced
better maps (compared with local strategy) with respect to the clustering error computed as the average cosine angle between each document
and its nearest reference vector (Figure 6.4).
One can note that during few middle iterations the learning process
convergence (with respect to the clustering error) is disturbed. This
eect results from incompatibility of the learning speed funkcion α(t)
and the neighborhood width funkcion σ(t). Our initial research shows
that the wrong choice of these functions can negatively impact the
map quality. On the other hand, changing the learning factor and the
neighborhood width consistently and at proper rate can accelerate
the neighborhood width σ(t) is decreased

6.3. IDENTIFICATION OF BROAD TOPICS
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convergence and improve the nal result. For instance, a reciprocal
(i.e. inversely proportional to the iteration number) function α(t)
behaves better than a linear one (Figure 6.2).

6.3 Identication of Broad Topics
Our preliminary experiments showed that the random initialization
performed in the original WebSOM may or may not lead to emergence
of a meaningful structure of the map. It was known also in the past
that the SOM map as a whole behaves in a highly chaotic way, and
even a slight disturbance in the data or introductionel some random
factor (which is always the case, for the document vectors are presented
in a random order and the model vectors are initiated randomly at
the beginning) can make the resulting maps dramatically dierent,
although both may be of the same quality. Dierent parts of the map
can be rotated, scaled and twisted in many ways, though they may
still reect a specic clustering structure that is enforced by the data
set and the algorithm principles.
As a rst step towards the map stability, we need to x the perspective from which we look at the documents. The most natural way
would be to identify the major topics of the document collection and
to distribute these topics over the map. Topic identication is covered
in this section, and the map initialization in the next one.
One of the well-known possibilities to identify topics in a collection
of documents is the LSI/SVD (Latent Semantic Indexing/Singular
Value Decomposition). For a detailed description please refer to [3].
Our implementation has been described in [14]. In brief, the idea
is that the document-term matrix Nij = F req(ti , dj ) (with non-zero
entries indicating presence of a term ti in a document dj ) can be decomposed into a set of eigen vectors, with the eigenvectors associated
with the largest eigenvalues being capable of a good approximation
of the original matrix content. The principal eigenvector can be interpreted as the "major" theme of the collection, with components
indicating which terms are characteristic for the topic. The second,
third etc. eigenvector can be viewed in a similar way (as variations
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of the major topic). Some controversies about negative values of the
non-principal vectors need to be resolved (see [14]). One possible interpretation is of a departure from the topic of the major eigenvector.
The other one is to take documents closest to the axes spanned by the
orthogonal eigenvectors as representative of the topic of an eigenvector
and to derive term prole of the topic from these documents.
After having studied the LSI approach, a natural alternative
seemed to be the investigation of the PLSA algorithm [32], based
on the same general ideology as LSI, but on dierent, probabilistic
principles. PLSA (Probabilistic Latent Semantic Analysis)
The PLSA algorithm seemed to be a good choice in principle, but
some weaknesses came to sight. The advantage of the PLSA approach
over e.g. LSI is the possibility of using fuzzy membership in each
cluster (sum of membership levels need to be 1) and working on the
frequency of terms in documents. However, there is a problem with algorithm convergence. We presume that the direct reason is a too high
number of degrees of freedom and existence of more than one maximum for the likelihood function. Therefore, we decided to abandon
the fuzzy clustering of PLSA in favor of a crisp cluster membership
(like that used in Naive Bayes approaches). This approach gives us
sharp clusters that are easily processed and stable.
The original PLSA algorithm [32] can be viewed as a combination
of Naive Bayes reasoning with the well-known EM (Expectation Maximization) algorithm. PLSA views a document collection as a Naive
Bayes network of variables: terms and documents, which are all dependent on a single, hidden (latent) topic variable. That is, given the
knowledge of the topic, the probabilities of occurrence of topics are
independent of each another. Similarly, given a topic, the probability,
that a document belongs to this topic, does not depend on the probability of some other document belonging to this topic. The PLSA
consists in nding the most probable distribution of topics, given a
known distribution of terms in documents. The EM process in the
PLSA algorithm consists - after a random initialization - in estimating cyclically the probability distribution of hidden topics given the
term/document distribution, and then the conditional probabilities of
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terms and documents given the hidden variable distribution.
Our modication consist in assigning document to exactly one most probable - topic. Furthermore, we do not assume that terms are
independent, given the topic, but rather that there exists a Bayesian
network of terms, given the topic (the BN is obtained via the discussed
ETC algorithm, see section 3.2). In this way we take into account the
known fact of the dependencies existing between terms.
To sum up, we have made a small but important change: for documents we do not calculate the degree of membership, but instead
assign a document to the most probable class. After selection of natural clusters in our documents collection, the algorithm selects the
description of each cluster. To describe clusters, it uses the terms
from the search engine's dictionary.
A Naive Bayes classier assumes that "events" (in our case documents) are described by a set of attributes (in our case terms)
A1 , A2 , ..., An , and that these attributes have nominal values (in our
case "present" or "absent") and are (statistically) independent of each
other. Independency of attributes in our case means that a document
contains terms without any order, and the presence or absence of each
attribute depends on the cluster only. These assumptions simplify
grouping of huge collection of documents. We need to remember that
a dictionary which contains 100 000 terms is nothing unusual, and
that each term is related to one attribute.
Given a test set D of documents, we estimate the probabilities of
the individual values of all attributes for each decision concept c ∈ C
(in our case the cluster to which the document belongs). We need to
estimate the a-priori probability of each concept too. Let us assume
that there is a document d ∈ D in the collection D of documents,
and c is a concept identier. The hypothesis h(d) of document's d
class membership is derived from probability distributions evaluated
by Naive Bayes classier as follows:

h(d) = argmaxc∈C P(c)

n
Y

P(Ai (d)|c)

(6.4)

i=1

The number of clusters K in the algorithm is a parameter which
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can be set to any positive number. However, on this stage we have
decided to group documents into 4 clusters for quadratic map cells
and 6 clusters for hexagonal cells. This number of clusters results in a
natural map initialization (see next section, also [13]). After random
initialization of clusters, there is time for estimation of probabilities
P(c) that is, for each document d we compute how probable its membership to group c is; and P(ai |c) that is, how probable it is that the
attribute Ai takes the value ai for the object x, given the fact that the
document d belongs to group c.
Next, we assign a new cluster for each document using Equation
(6.4). This process is iterated: after each evaluation of a new cluster
for all documents we re-calculate the probabilities P(c)and P(ai |c) for
the whole document collection and so on. The number of iteration is
a parameter but for the initial experiments was set to 10, as we found
it satisfactory in terms of convergence for the data sets we used.
For the clustering phase each document is represented by a bit
dierent vector than used at earlier stages. This vector has length
equal to the size of the dictionary. Each value in the vector corresponds
to a particular term in the dictionary. If a given term is present in
the document, then the term value is set to 1; if it is not - the value
is 0. For the initial clustering of documents, we do not take into
consideration the frequency of the terms. This allows us to calculate
only the following probabilities for each term P(Ai = 1|c) and P(Ai =
0|c).
After creation of clusters we need to nd the terms that describe
the created groups. To achieve this goal, we have implemented the
following algorithm. For each group, we select a set of terms ti that
maximizes "representativeness" τ within the group c.

τi,c =

log(

P

Nij,c ) · avgj (Nij,c ) |Dti ,c |
pj
·
|Dc |
stddevj (Nij,c )

(6.5)

where Nij = F req(ti , dj ) is the number of occurrences of term ti in
document dj . The index g denotes the terms that occur in considered
group. The abbreviation mean - denotes arithmetic mean, stddev standard deviation, |Dti ,c | - the number of documents that contain the
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term ti , and |Dc | - the number of documents in the considered group
c.
The idea behind this "representativeness" measure is to promote
terms that occur in a larger number of documents, occur frequently
(with logarithmic order), and occur uniformly in the documents in a
given group.
The computed value of τi,c is the basis for inclusion of term ti into
the set of descriptors of group c. To be included, the τ measure must
exceed a predened threshold. Furthermore, it can be included into
the descriptor set of one group only, that is of that c, for which it
reaches the highest value.

6.4 Fuzzy Initialization of Broad Topics on
the Map
The map-based approach, especially applied to free-text documents,
is very sensitive to initialization of the cell reference vectors. To a
large extent, this is caused by overlapping topical clusters. The initialization method leads to obscure visualization, if it does not take
into account the main topics present in the document set and the
inter-topic similarities. Besides, such a method negatively aects the
cluster extraction algorithms which operate directly on the resulting
map reference vectors (e.g., Fuzzy-ISODATA).
Therefore, we needed to create a clever initialization algorithm.
We have proposed the following topic-based initialization method:

1. using PLSA [32] (see previous sectionfor the modications we
applied), select K (our choice was K = 4) main topics in the
given document set
2. select K map cells as the xpoints for the individual topics. The
xpoints are cells evenly spread over a centrally placed circle
whose radius is about 2/3 of the map dimension. The radius is
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chosen so that the internal and external distances (on a torus
surface) between the opposite xpoints be equal.
3. initialize selected xpoints with K main topics
4. initialize all the remaining cells reference vectors using the following rule:

PK
vj =

i=1
P
K

d(cj , ci ) · vi

i=1

d(cj , ci )

+ εj

where d(cj , ci ) is the Euclidean distance on torus surface between given
cell and i-th xpoint (represented by vector vi ) and εj is a small,
random disturbance vector.
Our experiments showed that maps initialized in this way are not
only more comprehensible and stable - they are also easier and faster
to learn. One example can be seen in Figure 6.5. We can see, for
example, the closeness of the concepts of sleep disorders and general
health conditions, or pregnancy and birth. There is, of course, no a
priori knowledge encapsulated in the algorithm, but rather a reection
of the fact that people talking (writing) on both the subjects use a
particular vocabulary more frequently than on average. There are, of
course, many ill-dened clusters, but this should not be a surprise for
news-groups data.
Since global similarities are determined during the initialization
phase, only local relations have to be learned. Consequently, such a
map can be learned with a smaller learning kernel radius and a lower
value of the learning coecient alpha. Moreover, in case of hierarchical
maps, such an initialization procedure can be repeated iteratively on
each level of the map hierarchy.

6.5

Growing Neural Gas for Document
Clustering

Another possibility of extracting topical groups is oered by the Growing Neural Gas (GNG) networks proposed in [26]. Like Kohonen's
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Figure 6.5: Themes identied by WebSOM
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Figure 6.6: SOM map for a data distribution which is uniform in the
shaded area (output of the DemoGNG applet [48])
(SOM) networks, the GNG can be viewed as a topology learning algorithm. More precisely, its aim can be summarized as follows: Given
some collection of high-dimensional data, nd a topological structure
which closely reects the topology of the collection. In a typical SOM,
the number of units and the topology of the map are predened. As
observed in [26], the choice of the SOM structure is dicult, and the
need to dene a decay schedule for various features is problematic.
A typical SOM produced by Kohonen's algorithm is shown on Figure
6.6. On the contrary, a GNG network does not require specication
of the network size and the resulting network adapts very well to a
given data topology - see Figure 6.7. If we treat a single GNG graph
node as a cluster of data, then the whole network can be viewed as a
meta-clustering structure, where similar groups are linked together by
graph edges.
GNG starts with very few units5 , and new ones are inserted successively every k iterations. To determine where to insert new units,
local error measures are gathered during the adaptation process; a new
unit is inserted near the unit which has accumulated the maximal error. Interestingly, GNG cells of the network are joined automatically
by links, which results in a possibly disconnected graph, the connected
components of which can be treated as dierent data clusters. Fig5 the

initial nodes referential vectors are initialized with our broad topic initialization method [39]. We briey describe it in section 7.5.
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Figure 6.7: GNG network for a data distribution which is uniform in
the shaded area (output of the DemoGNG applet [48])
ures 6.8 and 6.9 compare SOM and GNG networks for the well-known
Wisconsin Breast Cancer set, consisting of 683 nine-dimensional data
points representing two dierent cancer classes: malignant, and benign.
Both algorithms discover regions typical for each diagnostic class,
and present regions where both the classes overlap. The complete
GNG algorithm specication and its comparison to many other competitive soft methods can be found in [27] or [26].

6.6 Topical Groups Extraction
The SOM algorithm can be generally viewed as a clustering algorithm:
map cells serve as a kind of containers for groups of similar documents.
But the idea of WebSOM represents still something more. Not only
the similarity within and dissimilarity outside a cell plays a role, but
also the issue of similarity to the neighboring cells on the map. For this
reason, also inter-cellar clusters may occur on the map of documents,
making some groups of cells appear separated from the other ones.
These clusters of cells will be called topical groups here, such a cluster
is expected to contain documents concerned with some (more or less
broad) topic. Recall that the number of cells, and hence the respective
cellular clusters of documents may be quite large (thousands), so that
in order to understand the whole collection of documents, a human
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Figure 6.8: SOM map for the Wisconsin Breast Cancer data set

Figure 6.9: GNG network for the Wisconsin Breast Cancer data set
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being, would not try to in identify the subject of each map cell, but
he would rather look rst at the content of the larger intercellular
clusters. So, once the two-dimensional map has been generated (i.e.
the generation process has converged, with respect to the clustering
error measure, to some optimum), it represents some (possibly fuzzy)
structure of topical groups. It is often useful to extract borders (which
may also be fuzzy) of such groups and to assign them to dierent areas
of map.
Identication of such broad topics in document collections drew
attention of a number of researchers. For instance, the issue was approached by the so-called PLSA [32], a method based on the assumption that there exists a latent variable Z, whose levels zk , k = 1 . . . K
correspond to underlying topical groups. Conditional probabilities
P (zk | dj ) can be computed by means of singular-value decomposition
(SVD) of the term-document frequency matrix Nij = F req(ti , dj ) or,
alternatively, by maximizing log-likelihood function:

lnL(z) =
=

X
i,j

Nij · log

X

Ã
X

i,j

Nij · log (P (ti | dj ))

(6.6)

!

P (ti | zk ) · P (zk | dj )

k

As an alternative to the word-document representation we can use
WebSOM to build a model of citation patterns. In a such model,
a document is represented as a sparse vector whose i-th component
represents the path length from [via outgoing links] or to [via incoming
links] the i-th document in a given collection. It is also possible to
estimate a joint term-citation model [17, 18].
In our own investigations we have applied algorithms for extraction
of fuzzy clusters. Numerous methods were drawn up in the past, to
mention only [64], [24], [4] or [58]. Unfortunately, none of them appeared to be directly applicable to free-text document maps, mainly
due to extremely fuzzy structure of SOM clusters (very smooth similarity structure of topical groups).
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Fuzzy-ISODATA algorithm [4] (called also Fuzzy C-Means, or
FCM) is based on a gradual approach to the nearest (with respect
to the fuzzy similarity measure) attractor and dynamic modication
of similarity weights. The goal is to maximize the fuzzy partition
quality measure:

Jm ({µi } , {v¯k }) =

|V | c
X
X

2
µm
i (k) · di (k)

(6.7)

k=1 i=1

where V is the set of objects (vectors) to be clustered, di (k) is the
distance between vk ∈ V and the i-th cluster centroid v̄i , µi : V →
[0, 1] is an i-th cluster fuzzy membership function and m is a positive
constant, dening clustering crispness (in our case, m = 1.5), and c is
the number of topical clusters.
Though numerous methods were drawn up in the past, none of
them appeared to be directly applicable to free-text document maps.
We have encountered several diculties:
1. extremely fuzzy structure of implicit clusters in SOM (due to
the smooth similarity structure of topical groups)
2. necessity of taking into account both the similarity measure in
the original, document space and in the SOM space (in order to
obtain jointed clusters during visualization)
3. necessity of identication and exclusion of outliers (i.e. documents not representative of any topical group) during the cluster
formation process
Fuzzy-ISODATA [4] is based on a gradual approach to the nearest
(with respect to the fuzzy similarity measure) attractor and dynamic
modication of similarity weights. A priori estimation of the number
of topical clusters (c) in a given document set is usually a non-trivial issue. Consequently, a family of graph-theoretical clustering algorithms
based on the minimal spanning tree (MST) construction has been
proposed [64]. We have adapted an ecient implementation of the
Prim algorithm on Fibonacci heaps to build the MST for a lattice (a
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graph connecting adjacent cells) of reference vectors, in which the edge
weights represent the similarities between the corresponding vectors.
In the second step, the edges whose weights are signicantly higher 6
than the adjacent ones are assumed to be fuzzy cluster borders and are
removed from the MST. The resulting connected graph components
represent clusters.
Unfortunately, the MST on the original map reference vectors reveals the previously mentioned problem; in particular, the weight deviations the among neighboring edges are not signicant. For this
reason, we have applied a two-stage approach: in the rst step, the
Fuzzy-ISODATA algorithm is performed on the reference vectors, of
the original map using the upper-bound estimate of the number of
clusters (for visualization purposes, it is sucient to set it to 10-15).
Next, cluster centroids (cluster reference vectors) are computed as
weighted average:

P|Nc |
v¯c =

k=1 F req(cellk ) · vk
P|Nc |
k=1 F req(cellk )

(6.8)

where vk is the reference vector of the k -th cell, Nc is the set of cells in
the cluster, and F req(cellk ) is the number of documents assigned to
the k th cell. Finally, the MST is built on the lattice of cluster reference
vectors, and the edge trimming algorithm described above is applied.
Finally, the MST is built on the lattice of cluster centroids.
Having xed the map segmentation, we label each topical group
with the most descriptive term, chosen among the descriptors with
highest weight in the reference vectors assigned to the corresponding
area. The best label can be computed on the basis of inter-group
entropy:

F w(ti , cellk ) = F req(ti , cellk ) · w(ti , cellk )
6 E.g.,

(6.9)

we > avg(wE ) + k · std(wE ), where E is the set of neighboring edges, k is
a small positive constant, avg is the average edge weight and std is the standard
deviation of weights in the vicinity

56

CHAPTER 6. MAPPER

P|Nc |
F w(ti , cellk )
k=1
µ
µ
µ
w(ti , Nc ) =
P|Nc |
F w(ti ,cellk )
i ,cellk )
· 1 + log 1 + P|NFcw(t
P|Nc |
|
k=1
k=1

F w(ti ,cellk )

k=1

¶¶¶

F w(ti ,cellk )

(6.10)
It should be stressed that in case of hierarchical maps, this measure has to be recomputed on each level of the hierarchy. Another
possibility is to compute a measure based on inter-cluster term frequencies, average weights and standard deviations, for instance, in a
manner similar to the previously mentioned macro-averaging of reference vectors:
2
avgcell
(F w(ti , cellk ))
k ∈Nc
w(ti , Nc ) =
log (stdcellk ∈Nc (F w(ti , cellk )))

(6.11)

and to label each cluster with the descriptors which are highly rated
(characteristic) with respect to above measure, but only for a given
cluster.

6.7

Map Quality

A very intricate problem is the issue of map quality. We have developed the following procedure to check "objectively" the map properties. One of the maps is assumed as the "ideal" one. In case of our
(dictionary) optimization methods, it is the map without optimization.
Then the map creation procedure is run with identical initialization
for the "ideal quality" and the optimized procedure. The map quality
is measured as the sum of squared distances of the location of each
document on both maps. The initial results seem to be encouraging,
though it is still too early to present a complete report.

Chapter 7
Incremental Document
Clustering
In this chapter we describe how we explore the clustering properties
of growing neural gas and articial immune networks to accommodate
new documents into the current clustering framework.
Clustering and content labeling are the crucial issues for the user's
understanding of the two-dimensional map. We started our research
with the WEBSOM approach, which appeared to be unsatisfactory:
both speed and clustering stability were not very encouraging.
One of the main goals of the BEATCA project was to create multidimensional document maps in which geometrical vicinity would reect conceptual closeness of documents in a given document set.
In our approach, objects (text documents, as well as the graph
nodes, described below) are represented in the standard way, i.e. as
vectors of the dimension equal to the number of distinct dictionary
terms. A single element of a so-called referential vector represents
importance of the corresponding term and is calculated on the basis
of the tf idf measure (6.3) or our own context-sensitive wtdG measure,
which will be described later. The similarity measure is dened as the
cosine of the angle between the corresponding vectors.
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The Referential Approach - WebSOM

From the purely conceptual point of view, the SOM approach to document clustering (WebSOM) is incremental, as documents are presented
one by one to the learning mechanism.
In Section 6.1 we have already described the SOM clustering algorithm. We have pointed out subsequently various shortcomings of
that method, and suggested ways of overcoming them, e.g. the issue
of slow winner search (Section 6.2) or non-reproducable initialization
(section 6.3), too rigid structure (Section 6.5).
However, from the perspective of an incremental approach to map
construction (which is essential for long-term time complexity reduction), further important deciencies of SOM need to be mentioned and
overcome (cf. [2]): (a) SOM is order dependent, i.e. the components
of the nal weight vectors are aected by the order in which training examples are presented, (b) the components of these vectors may
be severely aected by noise and outliers, (c) the grid size, the step
size and the neighborhood size must be tuned individually for each
data-set to achieve useful results.

7.2

GNG Extension with the Utility factor

A typical problem in web mining applications is that the data being
processed is constantly changing - some documents disappear or become obsolete, while other enter the analysis. All this requires models
which are able to adapt their structure quickly in response to nonstationary distribution changes. Thus, we decided to adopt and implement the GNG with the utility factor model [28]. We have already
characterized the basic GNG approach in Section 6.5, and will now
concentrate on the utility factor extension.
A crucial concept here is to identify the least useful nodes and to remove them from the GNG network, enabling further node insertions in
regions where they would be more necessary. The utility factor of each
node reects its contribution to the total classication error reduction.
In other words, a node's utility is proportional to the expected error
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growth if that node were removed. There are many possible choices
for the utility factor. In our implementation, the utility update rule of
the winning node has been simply dened as Us = Us +errort −errors ,
where s is the index of the winning node, and t is the index of the
second-best node (the one which would become the winner if the actual winning node did not exist). The utility of a newly inserted node
is arbitrarily initialized to the mean of the two nodes which have accumulated most of the error: Ur = (Uu + Uv )/2.
After the utility update phase, the node k with the smallest utility
is removed if the fraction errorj /Uk is greater than some predened
threshold, where j is the node with the greatest accumulated error.

7.3 Robust Winner Search in GNG Network
Similarly to Kohonen's algorithm, the most computationally demanding part of the GNG algorithm is the winner search phase. Especially
in application to web documents, where both the text corpus size and
the number GNG network nodes is huge, the cost of even a single
global winner search phase is prohibitive.
Unfortunately, neither the local-winner search method (i.e. searching through the graph edges from some staring node) nor the jointwinner search method (our own approach to SOM learning described
in section 6.2, see also [39]) are directly applicable to the GNG networks. The main reason for this is that a graph of GNG nodes can be
unconnected. Thus, the standard local-winner search approach would
prevent document from shifting between the separated components
during the learning process.
A simple modication consist in remembering the winning node for
more than one connected component of the GNG graph1 and conducting in parallel a single local-winner search thread for each component.
1 In

our experiments, two winners turned to be sucient to overcome the problem of components separation
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Obviously, this requires periodical (precisely, once for an iteration) recalculation of connected components, but this is not very expensive2 .
A special case is the possibility of a node removal. When the
previous iteration's winning node for a particular document has been
removed, we activate search processes (in parallel threads) from each
of its direct neighbors in the graph.
We have implemented another method, a little more complex (both
in terms of computation time and memory requirements) but, as the
experiments show, more accurate. It exploits the well-known Clustering Feature Tree [65] to group similar nodes in dense clusters. The
node clusters are arranged in a hierarchy, and stored in a balanced
search tree. Thus, nding the closest (most similar) node for a document requires O(logt V ) comparisons, where V is the number of nodes
and t is the tree branching factor (refer to [65]). The amortized tree
structure maintenance cost (node insertion and removal) is also proportional to O(logt V ).

7.4

Articial Immune Systems

An immune algorithm is able to generate the reference vectors (called
antibodies) each of which summarizes basic properties of a small group
of documents treated here as antigens3 . This way the clusters in the
immune network spanned over the set of antibodies will serve as internal images, responsible for mapping existing clusters in the document collection into network clusters. In essence, this approach can
be viewed as a successful instance of exemplar-based learning giving
an answer to the question "what examples to store for use during generalization, in order to avoid excessive storage and time complexity,
and possibly to improve generalization accuracy by avoiding noise and
overtting", [59].
2 in

order of O(V + E), where V is the number of nodes and E is the number
of connections (graph edges)
3 Intuitively by antigens we understand any substance threatening proper functioning of the host organism while antibodies are protein molecules produced to
bind antigens. A detailed description of these concepts can be found in [8].
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7.4.1 The aiNet Algorithm for Data Clustering
The articial immune system aiNet [7] mimics the processes of clonal
selection, maturation and apoptosis4 observed in the natural immune
system. Its aim is to produce a set of antibodies binding a given set
of antigens (i.e., documents). The ecient antibodies form a kind of
immune memory capable to bind new antigens suciently similar to
these from the training set.
Like in SOM, the antigens are repeatedly presented to the memory cells (being matured antibodies) until a termination criterion is
satised. More precisely, a memory structure consisting of matured
antibodies, M , is initiated randomly with a few cells5 . When an antigen agi is presented to the system, its anity a (agi , abj ) to all the
memory cells is computed. The value of a (agi , abj ) expresses how
strongly the antibody abj binds the antigen agi . From a practical point
of view the a (agi , abj ) can be treated as the degree of similarity between these two cells6 . The greater the anity a (agi , abj ), the more
stimulated abj is.
The idea of clonal selection and maturation translates into the
next steps (here σd , and σs are parameters). The cells which are
most stimulated by the antigen are subjected to clonal selection (i.e.,
each cell produces a number of copies proportional to the degree of
its stimulation), and each clone is subjected to mutation (the intensity of mutation is inversely proportional to the degree of stimulation
of the mother cell). Only the clones cl which can cope successfully
with the antigen (i.e., such that a (agi , abj ) > σd ) survive. They are
added to a tentative memory, Mt , and the process of clonal suppression starts: an antibody abj too similar to another antibody abk (i.e.,
the a (abj , abk ) > σs )) is removed from Mt . The remaining cells are
added to the global memory M .
1. select n most excited antibodies,
4 Consult

[8] for description of these notions.
section 7.5 another initialization is proposed.
6 In practical applications this measure can be derived from any metric dissimid
−dist(ag ,ab )
larity measure dist as a (agi , abj ) = max dmax i j , where dmax stands for the
maximal dissimilarity between two cells
5 In
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2. clone these cells (the most stimulated cell the more clones it
produces),
3. mutate clones (the more stimulated the cell the more careful
modication of its components),
4. compute the anity of agi to the mutated clones
5. select ξ% of highly stimulated mutants and add them to temporary memory structure Mt
6. eliminate those abj ∈ Mt for which af f (agi , abj ) < σd , obtaining
a reduction in the size of the Mt
7. calculate the network anity af f (abj , abk ) for all abj , abk ∈ Mt
8. (clonal suppression) eliminate too similar antibodies (i.e., if
af f (abj , abk ) > σs , one of the respective cells is removed from
Mt )
9. add the remaining cells to the global memory M

The n most stimulated antibodies produce a number of clones
(proportional to the degree of their stimulation). These clones are
subjected to a directed mutation carried out in accordance with the
Equation (6.1). However, now the "learning rate" α is not a function of time, but is inversely proportional to a (agi , abj ). Next, each
mutant computes its anity to the antigen agi and ξ% of highly stimulated mutants are added to a temporary memory structure Mt . The
cells in Mt compete for survival, i.e. (a) the cells weakly responding
to the antigen, and (b) the cells which are too similar to another, are
removed from Mt . Two control parameters, σd and σs , are used to
rene conditions (a) and (b). The remaining cells are added to the
global memory.
These steps are repeated until all antigens are presented to the
system. Next, the degree of anity between all pairs abj , abk ∈ M is
computed and again overly similar (in fact: redundant) cells are removed from the memory. This step represents network suppression of
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the immune cells. Lastly, r% (one more parameter) worst individuals
in M are replaced by freshly generated cells. This ends one epoch,
and the next epoch begins until the termination condition is met.
Step 3 of the algorithm is carried out according to rule resembling
Equation (6.1). The only dierence is that the "learning rate" α is not
a function of time; instead, it is inversely proportional to af f (agi , abj ).
Among all the parameters mentioned above, the crucial one seems
to be σs , as it critically inuences the size of the global memory. Careful examination of the network suppression step allows to observe that
when σs → 0, only clones identical with the presented antigen can survive, and the algorithm reduces to the well-known Leaders algorithm 
cf. [31], Ch. 3. Each memory cell can be viewed as an exemplar which
summarizes important features of the "bundles" of antigens stimulating.

7.4.2 Identication of Redundant Antibodies
The clonal suppression stage requires |Mt | · (|Mt | − 1)/2 calculations
of the anity (in fact: distance) between all the pairs of cells in Mt .
To reduce the time complexity of this step, we refer to the agglomerative clustering approach. The crucial concept here is to manage
the matrix of distances in a smart way, and to update only those distances which have really changed after merging of two clusters. Among
many possible solutions, we have applied the so-called partial similarity matrix and update algorithm presented in [34]. The authors have
shown that the expected complexity of a single-step update is of order
O(2cṄ · C · k), where N is the number of objects, C is the maximum
number of clusters, k << C is the number of maximal column rescanning 7 . This is signicantly less than the O(N 3 ) complexity of a naive
approach. Finally, the reduced antibodies are replaced by a single cell
being the center of gravity of the set of removed antibodies. Thus,
we not only reduce the size of the immune network, but presumably
7 That

means that the number k of columns in the similarity matrix that need
to be updated in a single clustering step is signicantly lower than the maximum
number C of clusters.
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compress the information contained in the set of specialized antibodies
to the new, universal antibody.

7.4.3

Robust Construction of Mutated Antibodies

In case of high-dimensional data, such as text data represented in a
vector space, calculation of the stimulation level is quite costly (proportional to the number of dierent terms in the dictionary). Thus,
the complexity of an immune algorithm might be signicantly reduced
if we can restrict the number of required expensive recalculations of
the stimulation level. The direct, high-dimensional calculations can
be replaced by operations on scalar values on the basis of the simple
geometrical observation that stimulation of a mutated antibody clone
can be expressed in terms of the original antibody stimulation.
Such optimization is based on a generalized Pythagoras theorem:
if v1 , v2 , v3 are vectors forming a triangle (v1 + v2 + v3 = 0), then

|v3 |2 = |v1 |2 + |v2 |2 − 2|v1 ||v2 |cos(v1 , v2 )

(7.1)

If also v1 ⊥ v2 , we get the well-known equation: |v3 |2 = |v1 |2 +|v2 |2 .
We can dene a mutated clone as: m = κd + (1 − κ)c, where m is
mutated clone, c is cloned antibody, d is antigen (document) and κ is
the (random) mutation level.
Taking advantage of Equations (6.1) and (7.1) (where v1 := d0 =
κ · d, v2 := c0 = (1 − κ) · c, v3 := −m) and having calculated the original antibody stimulation af f (c, d), we can calculate mutated clone
stimulation level af f (m, d) as follows: P = cos(c0 , d0 ) = cos(c, d) =
1 − af f (c, d), |m|2 = |d0 |2 + |c0 |2 + 2P |c0 ||d0 | = κ2 |d|2 + (1 − κ)2 |c|2 +
2κ(1 − κ)P |c||d|, s = κ|d|2 + (1 − κ)|c||d| = κ|d|2 + (1 − κ)P |c||d|, and
nally

af f (m, d) =

s
|m| · |d|

(7.2)

Dually, we can nd a mutation threshold κ such that the mutated
antibody clone stimulation af f (m, d) < σd . More precisely, we are
looking for κ0 such that af f (m, d) = σd , which in turn can be used
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to create a mutated antibody for a random mutation level κ ∈ (0, κ0 ).
The advantage of such an approach is the reduction in the number
of inecient (too specic) antibodies, which would be created and
immediately removed from the clonal memory. Analogously to the
previous inference, if we dene p = af f (c, d), x = −p|d| + p2 |c| +
, y = |d|2 − 2p|c||d| + p2 |c|2 − σd2 (|d|2 − |c|2 + 2p|c||d|) and
σd2 (p|d| − c)p
z = σd · |d| (p2 − 1) · (σd2 − 1), then

κ0 =

|c| · (x + z)
y

(7.3)

7.4.4 Stabilization via Time-dependent Parameters
A typical problem with the immune paradigm based algorithms is the
stabilization of the cardinality of the memory cells set. Majority of algorithms are also quite sensitive to the choice of the input parameters.
The detailed analysis presented in [58] shows that in case of aiNet the
crucial factor is the choice of the suppression threshold σs and the
number of antibodies to be cloned mb . Our experiments showed that
the correct choice of the death threshold σd can also signicantly inuence the nal model. To stabilize the network, we decided to treat
its parameters, like σs , σd and mb as functions of time (i.e. σs (t), σd (t)
and mb (t)). Let ρ be any of these parameters and let ρ0 be the initial
value of ρ and ρ1 be the nal value of ρ. So the function ρ(t) has to
be dened as follows: If T is the number of iterations through which
we want to proceed, then obviously we have to ensure that ρ(0) = ρ0
and ρ(T ) = ρ1 .
In particular, in our system, both σs (t) and σd (t) are reciprocally
increased, while mb (t) is linearly decreased with time. So to ensure
the marginal conditions at t = 0 and t = T the time dependence has
the form:

σi (t) = σi0 + (σi1 − σi0 ) ·

t · (T + 1)
T · (t + 1)

(7.4)
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m1 − m0
·t
(7.5)
T
where i stands for either s or d, σs0 = 0.05, σs1 = 0.25 for σs (t);
σd0 = 0.1, σd1 = 0.4 for σd (t); m0 = 3, m1 = 1 for mb (t).
mb (t) = m0 +

7.4.5

Robust Antibody Search in an Immune Network

One of the most computationally demanding part of any AIS algorithm is the search for the best tted (most stimulated) antibodies.
In particular, in application to web documents, where both the text
corpus size and the number of idiotypic network cells is huge, the cost
of even a single global search phase in the network is prohibitive.
We propose to replace the global search approach with a modied
local search (i.e., searching for current iteration's most stimulated antibody through the graph edges of the idiotypic network, starting from
the last iteration's most stimulated antibody). The modication relies
upon remembering the most stimulated cell for more than one connected component of the idiotypic network, and to conduct in parallel
a single local-winner search thread for each component. Obviously,
this requires one-for-iteration recalculation of connected components,
but this is not very expensive: the complexity of this process is of
order O(V + E), where V is the number of cells and E is the number
of connections (graph edges).
A special case is the possibility of an antibody removal. When the
previous iteration's most stimulated antibody for a particular document (antigen) has been removed from the system's memory, we activate search processes (in parallel threads) from each of its immediate
neighbors in the graph.
We have developed another, slightly more complicated, but, as the
experiments show, more accurate method. It exploits the well-known
Clustering Feature Tree (CF-Tree, [65]) to group similar network cells
in dense clusters. Antibody clusters are arranged in a hierarchy and
stored in a balanced search tree. Thus, nding the most stimulated
(similar) antibody for a document requires O(logt V ) comparisons,
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where t is the tree branching factor (refer to [65] for details). The
amortized tree structure maintenance cost (insertion and removal) is
also proportional to O(logt V ).

7.5 Adaptive Visualization of the Model
Despite their many advantages over SOM approach, both GNG and
AIS have one serious drawback: high-dimensional networks cannot
be easily visualized. However, we can build Kohonen map on the
referential vectors of a GNG or AIS network, similarly to the case of
single documents, i.e., treating each vector as a centroid representing
a cluster of documents.
To obtain the visualization that singles out the main topics in the
corpus and reects the conceptual closeness between topics, the proper
initialization of SOM cells is required. We have developed a special
initialization method aimed at identifying broad topics in the text
corpus. Briey, in the rst step we nd the centroids of a few main
clusters (via the fast ETC Bayesian tree [37] and SVD eigenvectors
decomposition [21] ). Then, we select xpoint cells, uniformly spread
them on the map surface, and initialize them with the centroid vectors.
Finally, we initialize the remaining map cells with intermediate topics,
calculated as the weighted average of main topics, with the weight
proportional to the Euclidean distance from the corresponding xpoint
cells.
After initialization, the map is learned with the standard Kohonen algorithm [43]. Finally, we adopt the so-called plastic clustering
algorithm [8] to adjust the position of GNG/AIS model nodes on the
SOM projection map, so that the distance on the map reects the similarity of the adjacent nodes as closely as possible. Here the topical
initialization of the map is crucial for assuring the stability of the nal
visualization [39].
The resulting map is a visualization of the GNG/AIS network with
the detail level depending on the SOM size (a single SOM cell can
gather more than one GNG/AIS node). The user can access the document content via the corresponding GNG/AIS node, which in turn
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Figure 7.1: Example of a GNG model visualization
can be accessed via a SOM node - the interface here is similar to the
hierarchical SOM map case.
An exemplary map can be seen in Figure 7.1. The color brightness
is related to the number of documents contained in the cell. Each cell
which contains at least one document is labeled with a few descriptive
terms (only one is visible here, the rest are available via the BEATCA
search engine). The black lines represents borders of topical areas8 . It
is important to stress that this planar representation is in fact a torus
surface (which can also be visualized in 3D), so the cells on the map
borders are adjacent.
After initialization, the map is learned with the standard Kohonen
algorithm [43]. Finally, we adopt the attraction-repelling algorithm
[57] to adjust the position of AIS antibodies on the SOM projection
map, so that the distance on the map reects the similarity of the
adjacent cells as closely as possible. The topical initialization of the
8 The

clustering of map nodes, based on the combination of Fuzzy C-Means
algorithm and the minimal spanning tree technique is described in Section 6.6
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map is crucial here to assure the stability of the nal visualization
[39]. The resulting map visualizes the AIS network with resolution
depending on the SOM size (a single SOM cell can gather more than
one AIS antibody).

7.6 Contextual Maps
In our work we use the well known approach which consists in representing documents as points in the term vector space. It is a known
phenomenon that text documents are not uniformly distributed over
that space. The characteristics of frequency distributions of individual terms depend strongly on document location. On the basis of
experimental results presented in the previous section, we suggest automatical identication of groups containing similar documents via a
preprocessing step in document maps formation. We argue that after splitting documents in such groups, term frequency distributions
within each group become much easier to analyze. In particular, it appears to be much easier to select signicant and insignicant terms for
ecient calculation of similarity measures during the map formation
step. Such document clusters are called contextual groups. For each
contextual group, separate maps are generated. To obtain more informative maps, one needs to balance the size of each cluster (during
initial contextual clustering). The number of documents presented
on the map cannot be too high, because the number of cells in the
graph (and the time required to create a map) would then to grow
adequately. On the other hand, a single map model should not hold
only a few irrelevant documents.
The constraints on the cluster size are obtained by recurrent divisions and merges of fuzzy document groups, created by a selected
algorithm (e.g., EM combined with ETC or Chow-Liu Bayesian net,
SVD, Fuzzy C-Means). In the case of Fuzzy-ISODATA algorithm,
there is an additional modication in the optimized quality criterion,
which penalizes imbalanced splits (in terms of cluster size).
In the rst step, the whole document set is split into a few (2-5)
groups. Next, each of these groups is recursively divided until the
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number of documents inside each group meets the required criteria.
After such a process, we obtain a hierarchy represented by a tree of
clusters. In the last phase, the groups which are smaller than a predened constraint are merged with the closest group. The similarity
measure is dened as a single-linkage cosine angle between both the
clusters centroids.
The crucial phase of contextual document processing is the division
of terms space (dictionary) into - possibly overlapping - subspaces. In
this case, it is important to calculate the fuzzy membership level,
which will represent the importance of a particular word or phrase
in dierent contexts (and implicitly, the ambiguity of its meaning).
The estimation of fuzzy within-group membership of the term mtG is
calulated as:
P
(ftd · mdG )
mtG = d∈GP
(7.6)
fG · d∈G mdG
where fG is the number of documents in the cluster G, mdG is the
degree of document d membership in group G, ftd is the number of
occurrences of term t in document d.
Finally, the vector-space representation of a document is modied to take into account the document context. This representation
increases the weights of the terms which are signicant for a given
contextual group, and decrease the weights of insignicant terms. In
the boundary case, insignicant terms are ignored, which leads to reduction in the representation space dimensionality. To estimate the
signicance of a term in a given context, the following measure is
applied:
µ
¶
fG
wtdG = ftd · mtG · log
(7.7)
ft · mtG
where ftd is the number of occurrences of term t in document d, mtG
is the degree of membership of term t in group G, fG is the number
of documents in group G, ft is the number of documents containing
term t.
The main idea behind the proposed approach is to replace a single
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model (growing neural gas, an immunological net or hierarchical SOM
maps) by a set of independently created contextual models, and to
merge them together into a hierarchical model. The training data for
each model is a single contextual group. Each document is represented
as a standard referential vector in the term-document space. However,
the tf idf measure of vector components is replaced by wtdG .
To visually represent the similarity relation between contexts (represented by a set of contextual models), an additional "global" map is
required. Such a model becomes a root of contextual maps hierarchy.
The main map is created in a manner similar to the previously created
maps, with one distinction: an example in training data is a weighted
centroid of referential vectors of the corresponding contextual model:

−
→
xi =

X

→
(dc · −
vc )

(7.8)

c∈Mi

Finally, cells and regions in the main map are labeled with keywords selected according to the following contextual term quality measure:

QtG = ln(1 + ftG ) · (1 − |ENtG − 0.5|)

(7.9)

where ENtG denotes normalized entropy of the term frequency within
the group.
The learning process of the contextual model is to some extent
similar to the classic, non-contextual learning. However, it should be
noted that each constituent model (and the corresponding contextual
map) can be processed independently. In particular, it can be distributed and calculated in parallel. Also a partial incremental update of
such models appears to be much easier to perform in terms of model
quality, stability and time complexity. The possibility of incremental learning stems from the fact that the very nature of the learning
process is iterative. So if new documents arrive, we can consider the
learning process as having been stopped at some stage, and being
resumed now with all the documents. We claim that it is not necessary to start the learning process from a scratch either in the case
when the new documents "t" the distribution of the previous ones
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or when their term distribution is signicantly dierent. This claim is
supported by the experimental results presented in Section 8.2.1. In
Section 8.2.2, we present some remarks on the scalability issues of the
contextual approach.

Chapter 8
Experimental Results
To evaluate the eectiveness of the overall incremental map formation
process, we compared it to the map formation "from scratch". In
this section, we describe the overall experimental design, the quality
measures used and the results obtained.
The architecture of our system supports comparative studies of
the clustering methods at the various stages of the process (i.e. initial
document grouping, initial topic identication, incremental clustering,
model projection and visualization, identication of topical areas in
the map and its labeling). In particular, we have conducted series
of experiments to compare the quality and stability of the GNG and
SOM models for various model initialization methods, winner search
methods and learning parameters [40]. In this chapter we only focus
on evaluation of the GNG winner search method and the quality of
the resulting incremental clustering model with respect to the topicsensitive learning approach.

8.1 Quality Measures for Document Maps
Various measures of quality have been developed in the literature, covering diverse aspects of the clustering process. The clustering process
is frequently referred to as "learning without a teacher", or "unsupervised learning", and is driven by some kind of similarity measure.
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The term "unsupervised" does not completely reect the real nature
of learning. In fact, the similarity measure used is not something "natural", but reects rather the intentions of the teacher. So we can say
that clustering is a learning process with a hidden learning criterion.
The criterion is intended to reect some esthetic preferences, like: uniform split into groups (topological continuity) or appropriate split of
documents with known a priori categorization. As the criterion is
somehow hidden, we need tests to tell if the clustering process really
ts the expectations. In particular, we have accommodated for our
purposes and investigated the following well known quality measures
of clustering [66, 6, 30]:

• Average Map Quantization: average cosine distance between
each pair of adjacent nodes. The goal is to measure topological
continuity of the model (the lower this value, the "smoother"
the model):


X
X
1
 1
AvgM apQ =
c(n, m)
|N | n∈N |E(n)|

(8.1)

m∈E(n)

where N is the set of graph nodes, E(n) is the set of nodes
adjacent to node n, and c(n, m) is the cosine distance between
nodes n and m.

• Average Document Quantization: average distance (according to the cosine measure) for the learning set between the document and the node it has been classied into. The goal is to
measure the quality of clustering at the level of a single node:

AvgDocQ =



X
1 X 1
c(d, n)
|N | n∈N |D(n)|
d∈D(n)

where D(n) is the set of documents assigned to node n.

(8.2)
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Both measures take values in the interval [0, 1]; the lower values
correspond to "smoother" inter-cluster transitions and more "compact" clusters. To some extent, optimization of one of the measures
entails increase in the other one. Still, experiments reported in [40]
show that the GNG models are much smoother than SOM maps while
the clusters are of similar quality.
The two subsequent measures evaluate the agreement between the
clustering and the a priori categorization of documents (i.e. a particular newsgroup in case of newsgroups messages).

• Average Weighted Cluster Purity: average "category purity" of a node (node weight is equal to its density, i.e. the
number of assigned documents):
AvgP urity =

1 X
maxc (|Dc (n)|)
|D| n∈N

(8.3)

where D is the set of all documents in the corpus and Dc (n) is
the set of documents from category c assigned to the node n.

• Normalized Mutual Information: quotient of the total category and the total cluster entropy by the square root of the
product of category and cluster entropies for the individual clusters:
³
´
|Dc (n)| |D|
|D
(n)|
log
c
n∈N
c∈C
|D(n)| |Dc |
N M I = r³
³
´´
³
³ ´´
P
P
|D(n)|
|Dc |
|D(n)|
log
|D
|
log
c
n∈N
c∈C
|D|
|D|
P

P

(8.4)
where N is the set of graph nodes, D is the set of all documents
in the corpus, D(n) is the set of documents assigned to node n,
Dc is the set of all documents from category c and Dc (n) is the
set of documents from category c assigned to node n.
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Again, both measures take values in the interval [0,1]; the higher
the value, the better agreement between clusters and a priori categories.

8.2

Growing Neural Gas

8.2.1

Incrementality Study

Model evaluation were executed on 2054 documents downloaded from
5 newsgroups with quite well separated main topics (antiques, computers, hockey, medicine and religion). Each GNG network was trained
for 100 iterations with the same set of learning parameters, using previously described winner search method.
In the main case (depicted with the black line), the network was
trained on the whole set of documents. This case was the reference
one for the quality measures of adaptation, as well as the comparison
of the winner search methods.
Figure 8.1 presents the comparison of a standard global winner
search method with our own CF-tree based approach. The local search
method is not taken into consideration since, as it has already been
mentioned that it is completely inappropriate in case of unconnected
graphs. Obviously, the tree-based local method is invincible in terms
of computation time. The main drawback of the global method is
that it is not scalable and depends on the total number of nodes in
the GNG model.
At rst glance the results seemed surprising. On the one hand, the
quality was similar, on the other - global search appeared to be worse
of the two! We have investigated it further, and it has turned out
to be the aftermath of process divergence during the early iterations
of the training process. We shall explain it later, on the example of
another experiment.
In the next experiment, in addition to the main reference case,
we considered another two cases. During the rst 30 iterations, the
network was trained on 700 documents only. In one of the cases (light
grey line), documents were sampled uniformly from all ve groups, and
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in the 33rd iteration another 700 uniformly sampled were introduced
to training. After the 66th iteration, the model was trained on the
whole dataset.
In the last case (dark grey line) initial 700 documents were selected
from two groups only. After the 33rd iteration of training, documents
from the remaining newsgroups were gradually introduced in the order
of their newsgroup membership. It should be noted here that in this
case we had an a priori information on the categories of documents.
In the general case, we are collecting fuzzy category membership information from a Bayesian Net model.
As expected, in all cases the GNG model adapts quite well to topic
drift. In the global and the topic-wise incremental case, the quality of
the models were comparable, in terms of the Average Document Quantization measure (see Figure 8.5), Average Weighted Cluster Purity,
Average Cluster Entropy and Normalized Mutual Information (for the
nal values, see Table 8.1). Also the subjective criteria, such as visualization of both models and the identication of topical areas in the
SOM projection map, were similar.

Table 8.1: Final values of model quality measures
Cluster
Cluster
P urity
Entropy
NMI
non-incremental
0.91387
0.00116
0.60560
topic-wise incremental
0.91825
0.00111
0.61336
massive addition
0.85596
0.00186
0.55306

The results were noticeably worse for massive addition of documents, even though all the covered topics were present in the training
from the very beginning and should have occupied their own, specialized areas in the model. However, as can be noticed on the same
graph, a complex mixture of topics can pose a serious drawback, especially in the rst training iterations. In the global reference case,
the attempt to cover all topics at once leads the learning process to a
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local minimum and to subsequent divergence (what, in fact, is quite
time-consuming, as one can notice in Figure 8.3).
As we have previously noticed, the above-mentioned diculties apply also to the case of global winner search (Figure 8.2). As a matter
of fact, the quality of the nal models in case of using the incremental approach is almost the same for global search and CF-tree based
search (Cluster Purity: 0.92232 versus 0.91825, Normalized Mutual Information: 0.61923 versus 0.61336, Average Document Quantization:
0.64012 versus 0.64211).
Figure 8.4 presents the average number of GNG graph edges traversed by a document during a single training iteration. It can be
seen that massive addition causes temporal instability of the model.
Also, the above mentioned attempts to cover all topics at once in case
of a global model caused much slower stabilization of the model and
extremely high complexity of computations (Figure 8.3). The last reason for such slow computations is the representation of GNG model
nodes. The referential vector in such a node is represented as a balanced red-black tree of term weights. If a single node tries to occupy
too big portion of a document-term space, too many terms appear in
such a tree and it becomes less sparse and - simply - bigger. On the
other hand, better separation of terms which are likely to appear in
various newsgroups and increasing "crispness" of topical areas during model training leads to highly ecient computations and better
models, both in terms of the previously mentioned measures and a
subjective human reception of the results of search queries.
The last gure, 8.6, compares the change in the value of the Average Map Quantization measure, reecting "smoothness" of the model
(i.e. continuous shift between related topics). In all three cases the
results are almost identical. It should be noted that the extremely low
initial value of the Average Map Quantization is the result of model
initialization via broad topics method [39], shortly described in Section
7.5.
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8.2.2 Scalability Issues
To evaluate scalability of the proposed contextual approach (both in
terms of space and time complexity), we built a model for a collection
of million documents crawled by our topic-sensitive crawler starting
from several Internet news sites (cnn, reuters, bbc).
The resulting model consisted of 412 contextual maps, which means
that the average density of a single map was about 2500 documents.
The experimental results shown in this section are presented in a series
of box-and-whisker graphs, which allows us to present a distribution
of a given evaluation measure (e.g. time, model smoothness or quantization error) over all 412 models, measured after each iteration of the
learning process (horizontal axis). The horizontal line represents the
median value, the area inside the box represents 25% - 75% quantiles,
the whiskers represent extreme values and each dot represents outlier
values.
Starting with an initial document clustering/context initialization
via hierarchical Fuzzy-ISODATA (see Section 7.6), followed by GNG
model learning (see Section 6.5) and GNG-SOM projection (see Section 7.5), the whole cycle of map creation process took 2 days. It
is an impressing result, taking into account that Kohonen and his
co-workers reported processing times in order of weeks [44]. It should
also be noted that the model was built on a single personal computer1 .
As it has been stated before, a contextual model construction can be
easily distributed and parallelized, which would lead to even shorter
execution times.
The rst observation is the complexity of a single iteration of GNG
model learning (Figure 8.7), which is almost constant, regardless of
the increasing size of the model graph. It conrms the observations
from Section 8 concerning the eciency of the tree-based winner search
methods. One can also observe the positive impact of the homogeneous
distribution of term frequencies in the documents grouped to in a
single map cell. Such homogeneity is - to some extent - acquired by
the initial split of a document collection into contexts. Another way of
1 Pentium

IV HT 3.2 GHz, 1 GB RAM
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the processing time reduction can be the contextual reduction of vector
representation dimensionality, described in the previous section.
Figure 8.8, presents the dynamics of the learning process. The
average path length of a document is the number of shifts over graph
edges when documents are moved to a new, optimal location. It can be
seen that model stabilizes quite fast; actually, most models converged
to nal state in less than 30 iterations. The fast convergence is mainly
due to the topical initialization. It should also be noted here that the
proper topical initialization can be obtained for well-dened topics,
which is the case in contextual maps.
Figure 8.9 presents the quality of the contextual models. The nal values of the average document quantization (Figure 8.9) and the
map quantization (Figure 8.10) are low, which means that the resulting maps are both "smooth" in terms of local similarity of adjacent
cells and accurately represent documents grouped in a single node.
Moreover, such low values of the document quantization measure have
been obtained for a moderate size of GNG models (the majority of the
models consisted of only 20-25 nodes - due to their fast convergence and represented about 2500 documents each).

8.3
8.3.1

Articial Immune Systems
Immune Network Quality

Beside the clustering structure represented by cells, an idiotypic network should also be treated as a meta-clustering model. Similarity
between the individual clusters is expressed by graph edges, linking
the referential vectors in the antibodies. Thus, the quality of the
structure of the edges needs to be evaluated.
There is a number of ways for evaluating an idiotypic model structure. In this section we present the one which we have found to provide
the clearest interpretation. This approach is based on the analysis of
the edge lengths in the minimal spanning tree (MST) constructed over
the set of antibodies in each iteration of the learning process.
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8.3.2 Experimental Settings
The architecture of the BEATCA system supports comparative studies
of clustering methods at the various stages of the process (i.e., initial
document grouping, initial topic identication, incremental clustering,
graph model projection to a 2D map and visualization, identication
of topical areas on the map and their labeling). In particular, we
conducted series of experiments to compare the quality and stability
of the AIS, GNG and SOM models for various model initialization
methods, cell/antibody search methods and learning parameters [42,
41]. In this section we only focus on evaluation and comparison of the
immune models.
This study required manually labeled documents, so the experiments were executed on the widely used 20 Newsgroups document
collection2 of approximately 20 thousands newsgroup messages, partitioned into 20 dierent newsgroups (about 1000 messages each). As
a data preprocessing step in the BEATCA system, entropy-based dimensionality reduction techniques were applied [39], so the training
data dimensionality (the number of distinct terms used) was 4419.
Each immune model was trained for 100 iterations, using the previously described algorithms and methods: contexts extraction (Section 7.6), agglomerative identication of redundant antibodies (Section 7.4.2), robust construction of mutated antibodies (Section 7.4.3),
time-dependent parameters (Section 7.4.4) and CF-tree based antibody search method (Section 7.4.5).

8.3.3 Time-dependent Parameters Impact
In the rst two series of experiments, we compared models built using
time-dependent parameters σs (t) and σd (t) with constant, a priori dened values of σs and σd . As a reference case we took a model where
σs (t) variedd from the initial value of 0.05 up to 0.25, and σd (t) from
0.1 up to 0.4 (cf. Equation (7.4)).
First, we compared the reference model and the four models with a
constant σd . The parameter σs changed identically as in the reference
2 http://people.csail.mit.edu/jrennie/20Newsgroups/
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model. The values of σd varied from the initial value in the reference
model (i.e., 0.1) up to the nal value of 0.4 by step 0.1. The results3
are presented in Figures 8.11-8.14.
Figure 8.11 presents the variance of the edge length in the minimal
spanning tree built over the set of antibodies in the immune memory
in i − th iteration of the learning process. At rst glance, one can notice te instability of this measure for high values of σd . Comparing the
stable values, we notice that the variance for the reference network has
the highest value. It means that the idiotypic network contains both
short edges, connecting clusters of more similar antibodies, and longer
edges, linking more distant antibodies, probably stimulated by dierent subsets of documents (antigens). Such a meta-clustering structure
is obviously desirable and preferred over networks with equidistant
antibodies (and, thus, low edge length variance).
Comparing the network sizes, Figure 8.12, and the quantization
error, Figure 8.13, one can notice that for the highest values of σd ,
the set of antibodies reduces to just a few entities on the other hand
- for the lowest values almost all antibodies (both universal and overspecialized ones) are retained in the system memory. It is not surprising that the quantization error for a huge network (e.g. σd = 0.1)
is much lower than for smaller nets. Still, the time-dependent σd (t)
gives a similarly low quantization error for a moderate network size.
Also, both measures stabilize quickly during the learning process. The
learning time, Figure 8.14, is  to some extent  a function of network
size. Thus, for the reference model, it is not only low but very stable
over all iterations.
In the next experiment  dually  we compare the reference model
and another ve models with constant σs (and varying σd ). Analogically to the rst case, the values of σs varied from the starting
value (0.05) up to the nal value in the reference model (0.25) by
step 0.05. The results are presented in Figures 8.15-8.18. We restrict
the discussion of the results to the conclusion that also in this case
a time-dependent parameter σs (t) had a strong, positive inuence on
3 This

and the following gures show the average values of the respective measures over 20 contextual networks
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the resulting immune model.
A weakness of the approach seems to be the diculty in selecting
the appropriate values of the parameters for a given dataset. We
investigated independently changes to the values of both parameters,
but it turn out that they should be changed "consistently"; that is,
the antibodies should not be removed too quickly, nor aggregated too
quickly. However, once found, there is a justied hope that for an
incrementally growing collection of documents the parameters do not
need to be sought anew, but rather gradually adapted.

8.3.4 Scalability and Comparison with Global
Models
Comparing hierarchical and contextual models described in Section
7.6, with a "at", global model the most noticeable dierence is the
learning time4 . The total time for 20 contextual networks amounted to
about 10 minutes, against over 50 minutes for a hierarchical network
and almost 20 hours (sic !) for a global network. Another disadvantage
of the global model is the high variance of the learning time at a single
iteration as well as the size of the network. The learning time varied
from 150 seconds to 1500 seconds (10 times more!) and the nal
network consisted of 1927 antibodies (two times more than for the
contextual model). It should also be noted that in our experimental
setting, each model (both the local and the global one) was trained
for 100 iterations, but it can be seen (e.g. Figure 8.22) that the local
model stabilizes much faster. Recalling that each local network in the
hierarchy can be processed independently and in parallel, it makes
the contextual approach robust and scalable5 alternative to the global
immune model.
One of the reasons for such dierences in the learning time is the
representation of antibodies in the immune model. The referential
4 By

learning time we understand the time needed to create an immune memory
consisting of the set of antibodies representing the set of antigens (documents).
5 Especially with respect to a growing dimensionality of data, which - empirically
- seems to be the most dicult problem for the immune-based approach
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vector in an antibody is represented as a balanced red-black tree of
term weights. If a single cell tries to occupy a "too big" portion of a
document-term vector space (i.e. if it covers documents belonging to
dierent topics), many terms which rarely co-occur in a single document have to be represented by a single red-black tree. Thus, the tree
becomes less sparse and  simply  bigger. On the other hand, better
separation of terms which are likely to appear in various topics and
increasing "crispness" of topical areas during model training leads to
faster convergence and better models, in terms of the previously dened quality measures. While the quantization error is similar for the
global and the contextual model (0.149 versus 0.145, respectively),
both the supervised measures  showing correspondence between documents labels (categories) and clustering structure  favor contextual
model. The nal value of the Normalized Mutual Information was
0.605 for the global model and 0.855 for the contextual model, while
Average Weighted Cluster Purity was 0.71 versus 0.882, respectively.
One can also observe the positive impact of homogeneity of the
distribution of term frequencies in documents grouped to a single antibody. Such homogeneity is - to some extent - acquired by initial split
of a document collection into contexts. Another cause of the learning time reduction is the contextual reduction of vector representation
dimensionality, described in the section 7.6.
It can be seen that model stabilizes quite fast; actually, most models converged to nal state in less than 20 iterations. The fast convergence is mainly due to topical initialization. It should also be noted
here that the proper topical initialization can be obtained for welldened topics, which is the case in contextual model.
We have also carried out experiments comparing presented immune
approach with SOM models: the at (i.e. standard, global Kohonen's
map) and our own variant of the contextual approach - the hierarchy of contextual maps (C-SOM). To compare the immune network
structure, with the static grid of the SOM model, we have built a
minimal spanning tree on the SOM grid. The results are summarized
in Figure 8.19. Again, the global model turned out to be of a lower
quality than both the contextual SOM and the contextual AIS model.
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Similarly to the global immune model, also in this case the learning
time (over 2 hours) was signicantly higher than for the contextual
models. Surprisingly, the average edge in the contextual SOM model
was much longer than in case of the contextual immune network and
the standard SOM, which may be the result of the limitations of the
rigid model topology (2D grid). We defer the discussion of the edge
length distribution (Figure 8.20) to Section 8.3.6.

8.3.5 Contextual versus Hierarchical Model
The next series of experiments compared the contextual model with
the hierarchical one. Figures 8.22 and 8.23 presents the network sizes
and convergence (wrt Average Document Quantization measure) of
the contextual model (represented by the black line) and hierarchical
model (the grey line).
Although convergence to a stable state is fast in both cases and
the quantization errors are similar, it should be noted that the error
occurs for a noticeably smaller network in the contextual case (and in
a shorter time too, as mentioned in the previous section).
However, the most signicant dierence is the generalization capability of both models. For this experiment, we partitioned each
context (group of documents) into the training and test subsets (in
10:1 proportion). The training documents were used during the learning process only, while the quantization error was computed for both
subsets. The results are shown in Figure 8.23  the respective learning data sets are depicted with black lines, while the test data sets
with grey lines. Nevertheless, the quantization errors for the learning document sets are similar, the dierence lies in the test sets and
the hierarchical network is clearly overtted. Again, there is no room
to go into a detailed study here, but it can be shown that this undesirable behavior is the result of the noised information brought by
the additional terms, which nally appears to be not meaningful in
the particular context (and thus is disregarded in contextual weights
wdtG ).
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Figure 8.19: Immune model vs. SOM - quantization error
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Figure 8.20: Immune model vs. SOM - SOM(MST) edge length distribution
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8.3.6 Immune Network Structure Investigation
To compare the robustness of dierent variants of immune-based models, more profound investigation of the graph structure quality has
been carried out. In each learning iteration, for each of the immune
networks: contextual [Figure 8.25], hierarchical [Figure 8.26], global
[Figure 8.27] and MST built on SOM grid [Figure 8.21], the distributions of the edge lengths have been computed. Next, the average
length u and the standard deviation of the length s have been calculated and edges have been classied into one of the ve categories,
depending on their length. The rst category consists of the edges no
longer that u − s, i.e. the shortest ones. The second category contains
edges with lengths in the interval (u − s, u − 0.5s], the next - "average
length" edges between u − 0.5s and u + 0.5s. The last two categories
contained longer edges: 4t h - edged shorter that u + s and the last one
- longer than u + s.
Additionally, in Figure 8.24, we can see the average length of the
edges for the hierarchical and contextual immune networks (dashed
and solid black lines, respectively) and complete graphs antibodies of
both the models (cliques - depicted with grey lines). Actually, in both
cases a clustering structure has emerged, and the average length of
the edge in the immune network is much lower than in the complete
graph. However, the average length for the contextual network is
lower, whereas the variance of this length is higher which signies a
more explicit clustering structure.
There are quite a few dierences in the edge length distribution.
One can notice than in all models, the number of the shortest edges
diminishes with time. This is consistent with the intention of a gradual
elimination of the redundant antibodies from the model. However,
such an elimination is much slower in case of the global model, which
is another reason of slow convergence and high learning time. Also
in case of the SOM model, which has a static topology and where
no removal of inecient cells is possible, we can see that the model
slowly reduces the number of redundancies, represented by too similar
referential vectors.
On the extreme end, the distribution of the dynamics of the longest

CHAPTER 8. EXPERIMENTAL RESULTS

1.0

110

0.0

0.2

0.4

Value

0.6

0.8

idiotypic net [C]
clique graph [C]
idiotypic net [H]
clique graph [H]

20

40

60

80

100

Iterations

Figure 8.24: Edge length distribution - complete graph

111

100

8.3. ARTIFICIAL IMMUNE SYSTEMS

0

20

40

Value

60

80

u−s
u−.5s
u
u+.5s
u+s

20

40

60

80

100

Iterations

Figure 8.25: Edge length distribution - contextual net
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Figure 8.26: Edge length distribution - hierarchical net
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edges is similar for the contextual and the global models, but dierent
in case of the hierarchical model. In particular, a hierarchical idiotypic
network contains many more very long edges. Recalling that the variance of the edge lengths has been low for this model and the average
length has been high, we can conclude that hierarchical model is generally more discontinuous. The same is true for the SOM model, which
is another indication of the imperfection of the static grid topology.

Chapter 9
User Interface
The presentation of document maps in our system is similar to that
one used in the WebSOM project, but it is enriched with our own
modications.
There are a variety of modications to the basic SOM topology,
having dierent clustering and visualization properties. In particular, we have applied Euclidean SOMs with quadratic and hexagonal
cells, projected on torus surface and presented in 2D. The well-known
problem of SOMs in an Euclidean space is a limited number of cell
neighbors (3,4 and 6  for triangular, quadratic and hexagonal cells,
respectively). The SOM in hyperbolic spaces (HSOM) [50] is free from
such limitation (see Figures 9.4(a) and 9.4(b) for exemplary tessellations). The only requirement is that (p − 2) · (q − 2) > 4, where p is the
number of vertices in the polygon and q is the number of neighbors
of each cell. In such a space, the document map is presented as part
of a hyperbolic plane, and then its projection into the unit circle is
computed (the type of projection determines the type of model, e.g.:
a Poincaré or a Klein one [51]). What makes HSOM the favored approach is the exponential growth of the number of cell neighbors with
the growing distance from the center of the circle. This not only inuences presentation (the so-called sheye eect), but also gives a more
accurate 2D approximation of (possibly complex) high-dimensional relations between groups of documents.
At present, in our search engine map of documents can be presented
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Figure 9.1: 3D map  cylinder

Figure 9.2: 3D map  sphere
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Figure 9.3: 3D map  torus

Figure 9.4: Regular tessellations of the hyperbolic space: (a) triangular (b) hexagonal
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by a 2D map (see Fig. 7.1), following WebSOM's paradigm [46], or
in 3D, by cylinder(see Fig. 9.1), sphere (see Fig. 9.2) or a torus
(see Fig. 9.3). Our basic concern was with boundary regions, where
within the original WebSOM approach the phenomenon of a too few
neighbors occurred. As suggested by the WebSOM authors and others,
we extended the map so that the left and the right boundaries were
connected, and did the same with the top and the bottom ones. This
junction is not visible in case of a planar map, but it is visible with
the rotating cylinder in the horizontal direction. Rotating sphere and
torus representations make the vertical junction visible too. Of course
the change in the intended presentation inuences the clustering is
implemented in the WebSOM algorithm. Clustering of map regions is
also aected by this concept. In case of the spherical representation,
the distance measures in non-boundary regions are also aected.
Our further extension concerns use of a multi-map approach (maps
generated with various clustering algorithms, and hence explicating
dierent aspects of the data). When presenting the results of a query,
the most appropriate map is selected out of those available, so that
the documents obtained in response to a query form "well-formed"
clusters in such a map.
The interface has the form usual for a search engine. When the
user inputs his query, it is processed via a searcher on a system of
inverse lists. In the indexing process, typical inverse indexing lists
with Human encoding are created. Then the search is carried out
for terms starting with the one having the shortest list of relevant
documents.

Chapter 10
Related Works
Nowadays we have a rapid growth in the amount of written information. Therefore we need a means of reducing the ow of information
by concentrating on the major topics in the document ow, including
the one on the World Wide Web. Grouping documents based on similar contents may be helpful in this context as it provides the user with
meaningful classes or clusters. Document clustering and classication
techniques help signicantly in organizing documents in this way.
For years now, therefore, we have observed a growing research eort
around the so-called "Web Mining".
Web mining is generally understood as an application area of data
mining techniques aimed at extracting of information from the World
Wide Web. The eld is oriented towards improvement of site design
and site structure, generation of dynamic recommendations, and improving marketing. Inside the web mining research, there exist essentially three main streams: web-content mining (around which the research presented in this paper concentrates), web-(link)structure mining and web usage mining.
Web content mining concentrates around the discovery of useful
information from the data contained in Web documents, including
text, images, audio, and video content. The main diculty is that
on the one hand the Web content can be truly understood only by
humans, and on the other hand the size of this content is immense.
Two groups of methodologies are applicable here: Information re-
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trieval, oriented towards unstructured (free text) data, and data based
techniques, concerned primarily with structured and semi-structured
Web data.
The information retrieval methods treat the documents as "bags
of words", while the database oriented methods exploit the semistructured nature of HTML documents.
The database oriented methods attempt to nd schemes (including type hierarchies) for semistructured data, to identify frequent substructures etc., by applying e.g. association rules or attribute oriented
induction.
The information retrieval methods seek to nd keywords and
keyphrases, to discover grammatical rules, collocations, to predict
word relations, to classify and/or cluster text/hypertext documents
or named entities, to devise information extraction models (e.g. for
event detection and tracking), to learn ontologies, and to nd patterns.
The methods used here include decision trees, kNN, rule learning methods, inductive logic programming, reinforcement learning,
support vector machines, self-organizing maps, but also Naive Bayes,
Bayesian networks, logistic regression and other statistical methods.
Recently, the importance of visual presentation of Web mining results has been increasingly appreciated. For recent results concerning
visual Web-structure mining, the reader may refer to [63], while with
respect to visual Web-usage mining he may consult e.g. [9].
As far as visual presentation of Web-content mining is concerned,
there have been several important projects in the recent years. The
early project SPIRE (Spatial Paradigm for Information Retrieval &
Exploration) [60] represented documents as "stars in the sky", where
the distance reected word similarity and word pattern matching (with
severe limitations in the document set related to screen resolution).
The Themescape project (later also known as Aureka! ), presented a
document collection as a typical topological map, where "hills" corresponded to frequent terms ("themes")1 . While Themescape was "at"
(with presented through colors), the competing SpaceCast 2 project in1 http://www.micropatent.com/static/index.htm
2 http://www.geog.ucsb.edu/

sara/html/research/spacecast/spacecast.html
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sists on an intrinsic 3D representation. Similar in spirit is the patented
VxInsight 3 project. Another interesting example is the project Island
of Music 4 , working with "music documents" (MP3 tunes), relying on
similarity of compositions based on some psychoacoustic approximations.
A prominent position among the techniques of Visual Web-content
mining is occupied by the WebSOM by Kohonnen and co-workers [43].
However, the overwhelming majority of the existing document clustering and classication approaches rely on the assumption that the
particular structure of the currently available static document collection will not change in the future. This seems to be highly unrealistic,
because the interests of both the information consumer and of the
information producers change over time.
A recent study described in [33] demonstrated deciencies of various approaches to document organization under non-stationary environment conditions of growing document quantity. The mentioned
paper pointed among others to weaknesses of the original SOM approach (which is to some extent adaptive itself) and proposed a novel
dynamic self-organizing neural model, the so-called Dynamic Adaptive Self-Organising Hybrid (DASH) model. This model is based on
an adaptive hierarchical document organization, supported by humancreated concept-organization hints available in terms of WordNet.
Other strategies, like that of [55, 23], attempt to capture the movement of topics, dynamically enlarge the document map (by adding new
cells, not necessarily in a rectangular map).
In this book we took a dierent perspective claiming that the adaptive and incremental nature of a document-map-based search engine
cannot be conned to the map creation stage alone, and in fact involves
all the preceding stages of the whole document analysis process.
In particular, already the crawler may have some impact on the
incrementality of the document clustering. As we have seen from our
experiments, topic-wise addition is easier to accept by the incremental processes, hence topic-sensitive crawling contributes to stable map
3 http://www.cs.sandia.gov/projects/VxInsight.html
4 http://www.oefai.at/

elias/music/index.html
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creation. Our indexer has also been designed in an incremental manner. A special focus, however, has been the stage of document map
creation. We followed a carefully balanced way between hierarchical
and at map design, between map rigidness and clustering structure
exibility. Hierarchy helped us to go around complexity of documentby-document comparisons. The exible GNG and AIS helped to get
rid of the rigidity of WebSOM like at map. But we recognized the
importance of the WebSOM rectangular map idea, so that nally the
GNG/AIS structure was projected to the WebSOM map.
Last not least we want to point at the fact that our contextual maps
concept gives rise in a natural way to emergence of abstract topical
concepts which are in other approaches bound to some predened
structures (like Wordnet).

Chapter 11
Concluding Remarks
As indicated e.g. in [33], most document clustering methods, including the original WebSOM, suer from the inability to accommodate
streams of new documents, especially those involving a drift, or even
radical change of topic.
Though one could imagine that such an accommodation could be
achieved by "brute force" (learning from scratch whenever new documents arrive), there exists a fundamental technical obstacle to such
a procedure: the processing time required. However, the problem is
deeper and has a "second bottom": as the clustering methods like
those of WebSOM contain elements of randomness, any re-clustering
of the same document collection may lead to a radical change in the
view of the documents.
The results of this research are concerned with both aspects of
adaptive clustering of documents.
First of all, the whole process of document map formation has been
designed in an incremental way, which includes crawling, indexing and
all the stages of map formation (document grouping, document group
to WebSOM mapping and map region identication). Accordingle,
the Bayesian Network driven crawler is capable of collecting documents around an increasing number of distinct topics. The incremental
structures of the indexer adapt to the changing dictionary. The query
answering interface, in particular its query extension capability based
on the Bayesian network and GNG  derived dynamic automated the-
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saurus, also adapts to the growing document collection. Though the
proper clustering algorithms used in our system, like GNG [26, 27, 28],
SOM [43, 22, 44], or fuzzy-k -means [4, 29], are by their nature adaptive, nonetheless their tuning and modication was not a trivial task,
especially with respect to our goal of achieving a quality of the incremental map comparable to that of the non-incremental one.
Second, special algorithms for topical map initialization as well
as for identication of document collection topics, based on GNG,
SVD and/or Bayesian networks, lead to stabilization of the overall
map. At the same time GNG detects the topic drift so that it may
be appropriately visualized, due to plastic clustering approach, as the
new emerging map regions. We should stress at this point that map
stabilization does not preclude obtaining dierent views of the same
document collection. Our system permits maintaining several maps of
the same document collection, obtained via dierent initializations of
the map, and, which is more important, automatically tells the user
which of the maps is the most appropriate for viewing the results of
his actual query.
The most important contribution of this report demonstrating,
that the whole incremental machinery not only works, but that
it works well. For the quality measures we have investigated, we
have found that our incremental architecture compares well to nonincremental map learning both under the scenario of "massive addition" of new documents (many new documents, not diering in
their topical structure, presented in large portions) and the scenario
of "topic-wise-increment" of the collection (small document groups
added, but with newly emerging topics). The latter seemed to be the
most tough learning process within incremental learning, but apparently the application of GNG prior to WebSOM allowed for cleaner
separation of new topics from those already discovered, so that the
quality (e.g. in terms of cluster purity and entropy) was higher under
incremental learning than under non-incremental learning.
The experimental results indicate that the real hard task for the
incremental map creation process is a learning scenario where the documents with new topical elements are presented in large portions. But
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also in this case the results have proved satisfactory.
A separate issue is the learning speed in the context of crisp and
fuzzy learning models. Apparently, separable and topically "clean"
models allow for faster learning, as the referential vectors of SOM are
smaller (i.e., contain fewer non-zero components).
From the point of view of incremental learning under SOM, a crucial factor for the processing time is the global winner search for assignment of documents to neurons. We were capable to elaborate a
very eective method of mixing the global winner search with local
one, which does not deteriorate the overall quality of the nal map
and at the same time comes close to the speed of local search.
Our future research will concentrate on exploring further adaptive
methods, like articial immunological systems for more reliable extraction of context-dependent thesauri and adaptive parameter tuning.
Before closing this chapter, let us draw the attention of the Reader
of this book to an important contribution to the generally discussed
issues of S emantic Web. As a well-known denition states: "the Semantic Web is an extension of the current web in which information
is given well-dened meaning (semantics), better enabling computers
and people to work in cooperation."1 . In spite of considerable eort
everyone is in the meanwhile aware that except for narrow, restricted
domains the currently dominating approach of service denition via
input / output data types is insucient for usable service description,
so informal human readable ones are indispensable. But the current
state of the development of information technology does not allow the
computer to grasp a meaning out of the human readable information
present on the Web, just because this meaning is not applicable to
computer "awareness". This deciency can be bridged, however, if a
web-application is not designed to act upon the human-readable information itself, but rather is designed to preprocess the information for
recipient human being in an intelligent way so that the human can be
supported in its decision making in particular through context-aware
presentation of information 2 . Apparently, document maps seem to
1 http://www.w3.org/RDF/Metalog/docs/sw-easy
2 http://reasoningweb.org/2006/Objectives.html

126

CHAPTER 11. CONCLUDING REMARKS

be the most appealing for humans with respect to provision of context
awareness. Hence they would be of vital importance in the coming
era of semi-automatic application synthesis out of available elementary web services. Note that document clustering in the sense of a
map requires a considerable amount of reasoning (primarily statistical
inference) so that a map-based search engine can be truly called an
"intelligent service.
Another aspect of the technologies we talked about is the
p ersonalization of information systems. At the moment, a map-based
search engine can be truly used by a single user, who can tune it to his
needs. The crawler, driven by user query words, adjusts the content
of the document base to the user prole. As a side eect, the derived
Bayesian network classier can be viewed as a reection of the user
prole in the context of the Internet at large. This prole serves as a
query expansion support for the user queries. In our search engine,
the same document set, on user request, can be described by dierent maps, as a result of application of dierent clustering methods, or
dierent clustering parameter sets. When the user issues a query, the
most appropriate map for presentation of retrieved documents will be
suggested to the user. Over time, the selected maps may constitute a
description of the personal prole of the user.
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